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INTRODUCTION 

The present era of history has been dubbed the Information Age with good reason. 

The sheer amount of digital data available makes finding anything a challenge. That is 

where automated information retrieval and extraction becomes useful. Computer 

processing of data theoretically makes it possible to search massive amounts of data 

quickly and return accurate results to the user. Until relatively recently, the structure of 

queries in a majority of information retrieval (IR) systems has been limited to keyword 

searches and Boolean operators. Even the systems that accept natural language questions, 

such as Ask Jeeves on the World Wide Web, actually use the traditional keyword query 

as the basis for the search process. In addition, query results have been limited to 

documents, which the user must then manually search to find an answer. However, with 

the introduction of natural language processing (NLP) techniques into IR systems, this 

requirement is changing.  

 The goal of a question-answering system is to accept a natural language question 

(ex: Who is the current governor of Minnesota?), search a set of documents and return 

the correct answer. What seems like a relatively simple task, (in fact, humans do this sort 

of information search and retrieval every day) is problematic in numerous ways for a 

computer. In order to provide a direct answer to a user’s question, the system must 

generate a representation not only of the question but also of the potential answers. This 

requires at least some level of syntactic and semantic processing not present in most 

traditional retrieval systems. NLP techniques offer such capabilities, although 
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incorporating linguistic processing can be computationally expensive. However, 

researchers are finding that natural language question answering (NLQA) requires such 

processing for accurate results. In other words, IR needs NLP.  

 This research addresses a small part of the larger question of natural language 

processing in information retrieval, namely how NLQA systems generate some level of 

understanding of natural language questions. A system cannot provide the correct answer 

to a question, unless it has some representation, or “understanding,” of what the question 

is asking for. In response to this need for representation, question processing in NLQA 

systems is often guided by answer types. In fact, the most common strategy to NLQA in 

the annual Text REtrieval Conferences (TREC) includes associating questions with a 

label that corresponds to the kind of answer expected. For example, the question What 

country is the biggest producer of tungsten? requires an answer of the specific type 

COUNTRY or general type LOCATION. The expected answer for Name the first private 

citizen to fly in space would be PERSON. By associating a question with an answer type, 

NLQA systems can then search for entities of that same type to better match questions 

with answers. The lists of types used in these systems can be considered formal or 

informal answer taxonomies. And while answer taxonomies are a successful strategy to 

the problem of question and answer processing, it has not been fully explored how 

complete an answer taxonomy must be in order to improve system performance. 
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This research attempts to provide insights into the following two issues 

surrounding answer taxonomy development: 

How should questions be classified in natural language question answering 

systems with relation to the type of answer sought?  

How detailed must an answer taxonomy be to improve system performance in 

natural language question answering systems?  

The level of detail in a taxonomy can range from a handful of basic types, such as 

NUMBER, to an extensive hierarchy that breaks down a type into additional categories 

and subcategories. The NUMBER category, for example, might be subdivided into 

PERCENTAGE, MONEY, MEASUREMENT, etc. Existing taxonomies for QA systems 

have been acquired either through the analysis of natural language question sets or from 

the related field of information extraction (IE). Part of the IE task is named entity (NE) 

recognition, a process by which proper names are identified as such in text and associated 

with a type. Because IE technology has been applied directly to the QA task, many QA 

systems have inherited the taxonomies developed for NE recognition.     

 A comparison study was conducted of existing NLQA systems and corresponding 

answer taxonomies to determine which system elements, such as the use of NE 

technology, are relevant to answer type taxonomy development. This detailed comparison 

was then generalized and analyzed to determine which elements related to answer type 

function or answer taxonomy structure improved performance. Although various levels 

of detail can be built into answer taxonomies, grouping types by class and subclass, it 

was hypothesized that an extensive hierarchy of types does not necessarily improve 
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system performance and that a taxonomy that categorizes general answer types are 

sufficient to provide question coverage.  

 However, this hypothesis was not supported by the findings. Instead, taxonomies 

with a hierarchical structure, which generally entailed fine-grained taxonomy detail, were 

slightly more likely to perform better. While this finding suggests that the level of 

complexity inherent in a hierarchical structure might benefit NLQA systems, it does 

suggest not the optimal level of specificity required of taxonomies. In fact, the findings 

for a majority of the differences between system or taxonomy elements and performance 

scores were found to be inconclusive, with no statistical significance. This is perhaps a 

result of the relatively small number of systems examined.  

 Nevertheless, what makes a good set of answer types is still an issue in designing 

answer taxonomies. The rationale behind developing an answer taxonomy should be to 

produce the simplest taxonomy possible that provides the semantic categories necessary 

to match a wide ranges of questions to answers. A comparison of the existing taxonomies 

provides ample information to determine the function and usefulness of answer 

taxonomies and to draw conclusions about the considerations required to build a 

taxonomy that provides a robust set of answer types. 

 However, it is also important to note that existing systems do not rely solely on 

answer taxonomies, but rather incorporate the use of answer types into an overall strategy 

for question answering. It is beyond the scope of this work to fully examine the strategies 

for question processing in terms of effect on system performance. The contribution of an 

answer taxonomy to performance ultimately depends on the individual system. Still, the 
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present work makes the assumption that answer types can significantly contribute to the 

ability of these systems to answer questions and that by comparing these systems, 

relevant taxonomy design considerations will be revealed. 



 6 

LITERATURE REVIEW 

The following review of related literature focuses on answer taxonomy 

development and function in NLQA systems. The relationship between question structure 

and answer types is explored, as well as the role of question complexity. In addition, this 

review examines named entity technology and the contribution of information extraction 

to the question-processing task, as well as the central issues of natural language 

processing and information retrieval surrounding the general NLQA task. To that end, the 

following provides background for the growing emphasis on natural language in 

information retrieval. 

 
Natural Language and Information Retrieval 

The key to traditional information retrieval is indexing. Indexing is the process by 

which the information contained in source documents is categorized and labeled. While 

various controlled indexing languages are in use, evidence suggests that natural language, 

derived directly from the source documents, should be used to index those documents 

(Lewis & Sparck Jones, 1996). However, the interest in natural language in traditional 

retrieval systems is not limited to indexing. Lewis and Sparck Jones (1996) also suggest 

that natural language interfaces to information – to databases, for instance – provide the 

optimal means for access. In other words, using natural language to represent both the 

source documents and queries is an effective, and even preferred approach, to 

information retrieval.  
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 Allowing natural language to enter the information retrieval equation requires 

additional linguistic processing to adequately interpret what is often quite ambiguous. 

Determining the correct semantic interpretation for words with multiple meanings would 

be virtually an impossible task without some form of natural language processing (NLP) 

to handle the word sense disambiguation. The classic example of sense ambiguity is the 

word bank. Bank can have multiple meanings as a noun (a financial institution, a 

riverside) or verb (to turn sharply, to deposit). It is context that provides clues for 

resolving such ambiguity that is local (within sentence) or global (among sentences). 

Without natural language processing, the ability of systems to disambiguate words and 

sentences is severely limited. However, as mentioned, natural language processing is not 

without its drawbacks – namely the expense in terms of processing time and 

computational resources required. The use of natural language processing in information 

retrieval assumes that the benefits outweigh these costs. And researchers (Perez-Carballo 

& Strzalkowski, 2000) point out that this assumption has not been fully supported by 

experimental evidence.  Nevertheless, the shift toward NLP and natural language 

information retrieval continues, and with it, the field has seen a shift in control from the 

system to the searcher (Savage-Knepshield & Belkin, 1999). 

 Meeting the user’s information need, either indirectly or directly, is the ultimate 

goal of any information retrieval system. Traditional information retrieval has met this 

need by providing a list of documents or references to documents based on a user’s 

query. Given the technological constraints of building natural language understanding 

systems, this method has been identified as the most practical and manageable approach 
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to the IR problem (Wilks, et al., 1996). Moreover, a list of possible sources can benefit 

users with a vaguely defined information need. For example, a user planning a vacation, 

without knowing exactly where she wants to go, might prefer (at least in the initial 

discovery phase of research) a list of documents about vacation destinations. However, 

when users have a specific information need – a question – there is some indication that 

they would prefer an answer, as opposed to a set of documents that possibly contain an 

answer (Voorhees & Tice, 2000). Given the general preference for answers to questions, 

the next logical step in the advancement of IR systems is natural language question 

answering (NLQA). But first, such IR systems must be able to deal with natural language 

questions. 

 
Natural Language Questions and Answers 

There are various ways to express specific information needs. While traditional 

information retrieval systems rely on structured or unstructured keyword lists as queries, 

perhaps the most natural way for users to express an information need is through a 

natural language question. From a processing perspective, various syntactic, semantic and 

pragmatic aspects of such questions can be exploited by NLQA systems to interpret 

questions and develop a representation to match against possible answers. 

 The syntactic structure of natural language (NL) questions is defined by the rules 

that govern question formation in a particular language. NL queries are not restricted by a 

specific formal structure, such as Boolean logic. Whereas a simple Boolean query might 

be constructed as “captain” AND “U.S.S. Minnow”, the same query in natural language 
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would be Who is the captain of the U.S.S. Minnow? For English, various structures, with 

and without question words, are considered “allowable” NL queries. Examples include 

When did the United States enter World War II? or Explain U.S. foreign policy in the 

Middle East. While there is typically more freedom in structuring natural language than is 

allowed in a restrictive query language, there are rules for question formation that can be 

exploited in question answering systems.  

 The analysis of question structure provides insight into the semantics of questions 

and answers. For example, Engdahl (1986) proposes a semantics of questions for 

Swedish through the examination of constituent questions. Constituent questions are 

those that contain an initial interrogative phrase paired with a gap elsewhere in the 

phrase. This is equivalent to the idea of wh-movement for English questions. For 

example, it can be argued that the question Which car models does Ford Motor Company 

make? is constructed by the movement of which and car models to new positions from 

the underlying structure Ford Motor Company makes which car models. Engdahl 

concludes that because the meaning of a question can be determined to some extent by 

possible answers to that question, answers serve as criteria for differentiating questions.        

 In different semantics-focused study, Hamblin (1973) extends the work of 

Montague’s (1974) logical grammar for English to propose a semantics of English 

questions. This work suggests that interrogatives such as who and what denote sets of 

entities that fit into Montague’s basic categories. These categories are used to represent 

sentences in terms of logical propositions. Thus, Hamblin shows that questions can be 

translated into logical propositions and that answers can be defined in terms of the 
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denotation sets contained in the question. In order to provide an answer to a question, the 

denotation sets of questions and answers must match. Although Hamblin explores a deep 

understanding of questions through logical representation that is not necessarily required 

for question processing in NLQA systems, the objective is similar – to provide a 

representation for questions that can be matched to a representation of the answers. 

Shallower approaches can still incorporate semantics through answer types. 

 In addition to structure and meaning, complexity is another characteristic of 

questions and answers relevant to both question classification and answering. In fact, QA 

systems have been categorized by the level of complexity required to answer a question 

(Moldovan, et al., 2000). Under this system taxonomy, the simplest class of systems is 

able to answer basic factual questions where the answer is found in single sentences or 

paragraphs within a single text. The opposite end of the complexity scale includes 

systems that can reason at a high level and produce solutions to complex problems or 

issues. This class of systems requires a level of real-world knowledge that no current 

system has produced. Thus, the level of complexity is a crucial factor in determining 

whether a retrieval system will be able to find an answer. 

 Complexity has also been explored at the question end of QA system processing. 

Andino (2000) argues that linguistic clues are present in questions that can help systems 

determine how difficult questions are to answer. Her research suggests that differentiating 

questions by complexity would enable QA systems to offer different levels of question 

processing and answer evaluation based on difficulty. For example, superlatives least and 

closest and the conjunction and in the question What is the least expensive model of 
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compact car and where is the closest dealership? act as triggers that indicate additional 

processing might be required to find the correct answer.  

 Correctness is not necessarily the only criteria for answers. Webber (1987) notes 

that not all answers are created equal. In order to be a “cooperative” response, an answer 

must be more than simply correct. It must also be useful and unambiguous. This point is 

relevant to question processing in that it emphasizes the limitations of using answer types 

as a guide to matching questions with answers. Matching on type alone can return a 

possible answer with all the correct characteristics of the expected answer, but which is 

misleading and therefore not cooperative.  

 To incorporate this idea of cooperative responses into QA situations, Allen (1983) 

approaches question answering from a goal-oriented perspective. Questions are driven by 

the need for information. He defines “helpful” answers are those that contain sufficient 

information of the type requested. Thus, human communication requires inference by the 

speaker and hearer with regard to the goals of the questions asked and answers given. For 

example, consider the question Which is the closest beach to my hotel? A goal in asking 

the question might be to go to that beach and sunbathe. Thus, an answer that gives the 

location of the nearest beach is only helpful if that beach is open to the public. Allen 

provides a model for such plan inference and obstacle detection in communication. He 

suggests that plan inference is crucial to QA systems in that reconstructing the goals 

through question processing can lead to a better understanding of the type of answer that 

is appropriate.   
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 The importance placed on inferring user needs is further supported by the work of 

Kaplan (1983). His work on natural language interfaces to databases suggests that 

human-computer communication failures are often a result of the computer system’s 

misinterpretation of the information need. A system that answers a question literally 

without taking into account the intent of the question often provides misleading or useless 

information. Thus, the assumptions behind user questions are an important consideration 

in question processing. Kaplan provides a framework for dealing with questions through 

distinguishing between inferences based on language or domain. 

 However, while user intent is clearly relevant to question answering, determining 

that intent is not a straightforward task. As Furnas, et al. (1987) note, the ambiguity of 

user queries will always be an issue. In the end, a system can only guess at what the user 

meant to ask. How a system interprets a question depends on multiple factors, including 

the kind of linguistic or statistical processing employed, the structure of the information 

sources (databases, free text, etc.), and the domain of knowledge.  

 Past approaches to question answering have dealt with these considerations and 

others in order to develop functional NLQA systems. The following is an overview of 

some of the work that has been done in the area of NLQA systems. It is not meant to be a 

complete historical overview, only to place the current work on NLQA in context of past 

strategies to question answering.  
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Question Answering Systems 

Question-answering systems that utilize natural language interfaces are not new, 

although older systems operated under extremely limited domains. Woods’ LUNAR 

(1977) was one of the first information retrieval systems to use NLP and provides a basis 

for understanding the history of NLQA development. The system attached a natural 

language interface to a database of geological samples. Users asked the system about 

information in the database, and the system responded by looking up the answer in the 

database. Many subsequent models of NLQA have followed, with some success, the 

same premise of using a database as the source of knowledge and connecting an NL 

interface to that domain-specific source (Waltz, 1978; Templeton & Burger, 1986; Owei, 

2000). Interpreting questions and finding answers are thus facilitated by 1) the relatively 

narrow scope of information contained within a database and 2) the highly structured 

organization of that database. 

 Researchers have also explored natural language interfaces to free-text sources of 

knowledge. Such systems often employ the question as a tool for testing computer 

understanding of text or knowledge held within a natural language system. For example, 

Lehnert (1981) describes a system, QUALM, designed to test a story understanding 

system by asking it questions about simple, paragraph-length stories. Part of the QUALM 

system includes a question analysis module that associates each question with a question 

type. This question type guides all further processing and retrieval of information. The 

information itself has an extensive knowledge representation to guide retrieval. This 

system illustrated the ability of QA systems to make inferences about text by being able 
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to answer questions about ideas not specifically mentioned in the texts. However, the 

function of the QUALM system is still highly restricted in terms of the domain, or world, 

knowledge required and the genre of text covered. 

 As early researchers quickly discovered, the difficulty of answering questions 

increases considerably as the domain becomes more general. This is in part because in 

order to simulate linguistic behavior, systems are required to have real-world knowledge 

and the ability to reason (Allen, 1987). This requirement is computationally expensive 

and, given the current state of the art, not yet possible except in very limited domains. 

Even in these domains, the correct interpretation and response is not guaranteed. Salton 

and McGill noted in 1983 that the major barriers to building effective NLQA systems 

then were the ability to associate meaning with natural language utterances and then 

generate rules of “intelligent behavior.” These barriers to NL systems still exist. Domain-

dependent applications are still more likely to produce effective results than domain-

independent systems.  

 The most recent applications of NLQA have attempted to move beyond this scope 

restriction to pull information from open-domain, free-text documents. These systems are 

predominantly in the field of information retrieval. IR systems typically rely on statistical 

methods to process the keywords in a query and calculate a relevance ranking (Salton & 

Buckley, 1991). This ranking is used to search an open domain of texts to return a list of 

documents that possibly contain an answer. The process requires little or no linguistic 

knowledge because it relies primarily on word frequencies. However, Cardie, et al. 

(2000) examined the use of statistical and linguistic knowledge sources in question 
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answering systems and found that even weak linguistic knowledge and NLP processing 

can significantly improve the results of a QA retrieval system.  

 The addition of NLP to IR attempts to unite the linguistic processing capabilities 

of NLP techniques with the efficiency of statistical IR systems. Strzalkowski, et. al. 

(1999), examine NLP techniques used in information retrieval systems to date and note 

that the challenge is, and always has been, devising an adequate representation of text, 

whether it be in a document or a query. For all natural language understanding, a system 

must map surface structure to content to formulate an “understanding.” Thus, an NLP 

system requires a formal representation for both surface and content structures. Full 

natural language processing analyzes the phonological, syntactic, semantic, and/or 

pragmatic information in spoken or written language for purposes of recognition or 

understanding and can provide the richness required in NLQA representations. 

 However, this can be computationally expensive in terms of processing time and 

memory requirements. Therefore, generating functional representations for questions and 

answers and then matching those representations while minimizing the computational 

costs is a central task in an NLQA system. A compromise that has yielded promising 

results is to apply relatively shallow NLP techniques to a QA system. Harabagiu, et al. 

(2000) describe a system that is able to provide a correct answer for more than 75% of 

the questions in a set of 200 fact-based questions without requiring the system to generate 

detailed semantic representations of the questions or text. Instead, the system relies on 

named entity recognition in the text, semantic classification of questions and partial 

parsing to link questions to answers.  
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 Another QA system that successfully applied shallow NLP to statistical IR was 

MURAX (Kupiec, 1993). The MURAX system answered closed-class natural language 

questions using an online encyclopedia. The system searched the encyclopedia for noun 

phrases identified from the question. Although answer types were not explicitly used to 

guide the search, Kupiec exploited the phrase relations contained in the question to match 

questions with answer hypotheses. For example, in the question Who is the former pro-

wrestler that was elected as the governor of Minnesota?, who indicates that noun phrase 

answer should be a person and a former pro-wrestler and the governor of Minnesota. 

Using regular expressions, MURAX would search for these phrases in positions that 

indicate relations such as apposition, list inclusion, and noun phrase inclusion. Thus, the 

answer hypothesis “Governor Jesse Ventura, former pro-wrestler, …” contains an 

apposition phrase relation with one of the question phrases and would be ranked 

according to this match. 

 Cardie, et al. (2000) also studied the application of NLP to QA systems to 

compare traditional IR with NLP-enhanced systems. Their research tested a standard, 

vector-space IR model in a QA situation and found that statistical retrieval approaches 

can accurately identify relevant documents for natural language queries. However, using 

question processing to identify semantic type information was required to promote the 

answers to the top of the returned list of documents. Thus, they concluded that shallow 

syntactic and semantic processing could dramatically improve the results of a standard 

vector-space IR approach.  
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Information Extraction and Information Retrieval 

One way the growing emphasis on NLP in IR has been realized is through the 

application of information extraction technology to the question-answering task. IE 

techniques appeal to NLQA researchers because IE applies shallow natural language 

processing to the interpretation of text. Proper nouns represent a challenge for natural 

language understanding in that many are not found in any lexicon for easy look-up and 

the extent of a name is often ambiguous. About 15 percent of real text is such terms. 

However, through partial parsing, lexicons, context cues and patterns within the text, IE 

systems have achieved successful recognition of proper names – in the range of 40 to 90 

percent, depending on the system and domain (Cowie & Lehnert, 1996). This technology 

has been applied to the traditional IR task with some success. For example, Thompson 

and Dozier (1999) found that document search and retrieval performance can be 

improved through IE proper name recognition techniques. 

 The DARPA-sponsored Message Understanding Conferences (MUCs) have 

provided an arena for researchers to perform large-scale evaluations on proper name 

information extraction technologies. Part of the MUC conference is the Named Entity 

task, which involves marking up text with one of three tags – ENAMEX, NUMEX, and 

TIMEX – and associating a type with each of those tags. Thus, the goal is to accurately 

recognize a set of entity types. Table 1 provides the full list of tags and types for the 

MUC Named Entity Task. 
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TABLE 1 

TAGS AND TYPE VALUES  
FOR THE MUC NAMED ENTITY TASK (SUNDHEIM, 1995) 

TAG ENTITY TYPE  DESCRIPTION  

LOCATION Politically and geographically recognized locations 

(Ex: cities, bodies of water) 

ORGANIZATION Government, corporate or other organization entities 

NAMEX 

PERSON Personal or family names 

MONEY Monetary expressions NUMEX 

PERCENT Percentages 

DATE Date expression (complete or partial) TIMEX 

TIME Time of day (complete or partial) 

 

For MUC-6, the highest-scoring named entity system achieved recall and 

precision scores of 96% and 97%, respectively (Sundheim, 1995). This is a near-perfect 

level of recognition, considering that human annotators working on the same task do not 

identify 100% of the entities correctly. However, it is also important to note that there are 

numerous entities not captured by the categories deemed markable by the MUC 

specification. For example, product names would not be marked, though doing so might 

have useful applications. Still, limiting the categories of named entities can be a practical 

approach. Wakao, Gaizauskas and Wilks (1996) describe and test an algorithm for 

identifying proper names in business newswire text that ignores a variety of entities. The 

only types recognized by the system are those for person, organization, location and time 

expressions. Part of the justification for this limitation is that these types account for a 
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majority of the named entities in newswire text, which in turn provides the bulk of the 

source material for many systems. Thus, limiting answer types based on types found in 

source documents might prevent needless searching for nonexistent, or rarely used, types. 

 However, many of the systems in the MUC conferences went beyond the 

specification to identify additional types of proper names. Krupka (1998) describes the 

NetOwl Extractor, which uses NameTag as a named entity recognizer. NameTag uses a 

tag set that includes ENTITY, FACILITY, PUBLICATION, OTHER and MISC in 

addition to the MUC categories. The NLToolset from Lockheed Martin also went beyond 

the specification to subcategorize the NAMEX categories. (Brady, et al., 1998). Table 2 

depicts the subcategories for the NLToolset system. 

TABLE 2 

 TYPES AND SUBTYPES USED IN THE MUC-7 NLTOOLSET (BRADY, 1998) 

TYPE SUBTYPE 

ORG_CO 

ORG_GOVT 

ORGANIZATION  

ORG_OTHER 

CITY 

PROVINCE 

COUNTRY 

REGION 

AIRPORT 

LOCATION 

UNK (unknown) 

PER_CIV PERSON 

PER_MIL 
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Regardless of the set of categories used, the recognition technology used by most 

systems to associate names with types is based on context. NE processing requires that 

systems analyze the immediate and global contexts to determine whether words are 

entities and, if so, of which type. The immediate or internal context of entities provides 

evidence of type through conventions such as courtesy titles (Mr., Mrs., etc.) for person 

names and company categories (Inc., Corp., Ltd., etc.) for organizations. Through the 

performance results of their named entity recognition system Identifinder, Miller, et al. 

(1998) show that such internal evidence is usually sufficient to associate names with 

types. Identifinder achieved 89% recall and 92% precision using internal clues from 

annotated data to train a statistical model to identify new names.  

 Global context can also be used to classify entities. Ravin and Wacholder (1997) 

describe a system, Nominator, that identifies and groups entities by cycling through lists 

of names and combining “like” names from the text into equivalent classes. Once all the 

possible variants of a name are identified, the forms are combined into a single, 

“canonical” name form with a type label. The system also accounts for uncertainty. In 

addition to ORG, PERSON, and PLACE type, Nominator classifies certain types as 

PERSON? or PLACE? if the text does not provide conclusive evidence of type. This last 

feature, the ability to represent a degree of certainty in name typing, provides a useful 

way to deal with ambiguous context.  

 Analyzing context using shallow processes has proven successful in other 

research on proper name recognition as well. McDonald (1995) describes an approach to 

proper name recognition realized through the PNF system that combines internal (within 
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the name) and external (within the text) evidence to identify, delimit and categorize 

proper names. Capitalization and punctuation rules are used in the delimiting process, 

which marks the boundaries of possible names. Classification involves associating a 

name with a type such as person or newspaper. Using available evidence and context-

sensitive re-write rules, McDonald achieved near 100% accuracy on a very limited 

domain of text. In addition, context has been exploited successfully in work on 

identifying names in unrestricted text (Mani & Macmillan, 1995) and in recognizing 

proper and common group nouns (Paik, et al.,1995). 

 Still, although context is the crucial element in text processing, the kinds of 

contextual clues present in text are not always consistent across genres of text. In fact, an 

important obstacle in traditional information extraction is domain-dependence. Template 

systems are tailored to extract specific types of information to fill slot positions. For 

example, the source of the data for MUC-7 included reports exclusively about aircraft. 

While such systems can extract fairly detailed information about a specific topic such as 

aircraft launches, the template must be heavily revised to be applicable to a new domain 

with equal success. Nevertheless, the technology of named entity recognition systems is 

quite useful, enough so that researchers have applied the same ideas of categorizing text 

by type to the question-processing task. 

 
Answer Types in Question Processing 

Answer types, or labels for the kinds of answers expected, categorize questions 

and guide the search for answers. Similar to named entity recognition, a type is chiefly 
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assigned through an analysis of structural information in the question. While natural 

language questions have significantly less context than longer texts, enough structural 

context is present to allow answer typing to be fairly productive. The structural clues 

provide the necessary context for many types of questions. For example, question words 

are the primary source of type information for many fact-based questions, although this is 

not foolproof. For instance, the who in Who is the author of “Beloved”? clearly indicates 

the answer is a person, but in Who is the maker of Corn Flakes cereal?, the answer is a 

company.  

 An additional link between the technology for named entity recognition and 

answer types in NLQA is that answer to many fact-based questions is a named entity. 

Thus, the types that apply to the latter can be used as labels for the former. Subsequently, 

many of the current approaches to NLQA incorporate this IE-based approach into 

question answering. A majority of these systems have been tested in a large-scale 

evaluation project, the annual Text REtrieval Conference (TREC). 

  
TREC-8 

The eighth Text REtrieval Conference (TREC-8) saw the first large-scale 

evaluation of NLQA retrieval systems with the addition of a Question Answering (QA) 

Track. The test set for TREC-8 QA was a set of 200 fact-based, short-answer questions. 

The most accurate systems found answers for more than two-thirds of those questions 

(Voorhees, 2000). Participants were able to submit 50-byte and 250-byte answers. 
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Evaluation of the TREC-8 tasks reveals that the 50-byte task is the more difficult of the 

two (Voorhees, 2000). This makes sense in that a short answer leaves less room for error.  

 It is important to note that the task in the TREC track was restricted (Voorhees & 

Tice, 2000). The answers to the test set questions were guaranteed to be in the document 

collection, could be extracted from single documents, were relatively short in length, and 

were all factual. These constraints are significant in that, as opposed to real-world QA 

situations, the TREC task was not entirely open-ended. As suggested earlier, entirely 

domain-independent systems that allow for an open set of question types are currently 

beyond the state of the art in text processing.    

 With that said, a majority of the TREC-8 retrieval systems used similar strategies 

in answering questions (Voorhees, 2000). Question classification was the first step for 

these systems. This classification was a matter of associating a question with the type of 

answer expected by that question. 

 Although most systems employed similar strategies, various levels of attention 

were given to question processing in the TREC-8 QA Track. For example, the AT&T 

system (Singhal, et al., 2000) used a rule-based system to associate answer types with 

questions by pattern matching the question word (who, what, how long, etc.) with a type. 

This relatively simple (and common) approach proved effective in many instances. 

However, some questions could not be associated with a preferred type due to ambiguity 

in the phrasing that could not be resolved with a simple pattern match.  

 One of the most successful systems in TREC-8, Southern Methodist University’s 

LASSO tool, placed a greater importance on question processing. LASSO took a three-
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part approach to question analysis to maximize the information available in questions 

while minimizing processing time. The processing pulls from the question, a question 

type from a question taxonomy, an answer type and a question focus. The focus is 

defined as the key information request. For example, the question What is the capital of 

Nepal? is a “what-where” question, with a LOCATION answer type and a focus capital. 

These three pieces of information form the basic representation of the question used for 

later processing. This representation is later matched to a representation of the documents 

that possible contain answers. The question processing time averaged 6 seconds per 

question, though the time for question analysis was negligible when compared to the 

system as a whole (Moldovan, et al., 2000). 

  
TREC-9 

Taxonomies for the questions used in Southern Methodist University’s LASSO 

for TREC-8 carried over into their TREC-9 tests for FALCON. The data set from the 

TREC-9 conference, however, was significantly different (Harabagiu, et al., in press). 

The questions had a higher degree of difficulty by including a wider variety of question 

classes, with more degrees of complexity within each class. The questions also focused 

more on information needs of “real-world” users (Harabagiu, et al. in press). Thus system 

performance from TREC-8 and TREC-9 is not necessarily comparable. 

 The FALCON design also varied from the LASSO tool. It analyzed new 

questions by reformulating the question, parsing the question, running a named entity 

algorithm, translating the result into a semantic form based on logic, and generating an 



 25 

answer based on the answer type hierarchy. The question reformulation added a new 

element to the most common elements used in question analysis – a rewording module. 

The idea behind reformulation is that questions can be phrased different ways, but ask for 

essentially the same answer type. For example, the questions What is worth seeing in 

Reims? and What tourist attractions are in Reims? ask for the same answer. By 

rewording the question in a standard way, the system reduces ambiguity inherent in 

certain types of phrase construction.  

 Although many of the systems, such as FALCON, employed well-developed 

taxonomies, others adopted the types of the IE systems in MUC. In either case, assigning 

an answer type to a question clearly requires a set of answer types to select from. 

Subsequently, how answers can be categorized is of primary interest to the development 

of an answer taxonomy.  

 
Categorization 

Categorization is fundamentally a means for humans to make sense of the world 

around them. Objects are organized and grouped mentally according to likeness. Posner 

(1969) points out that this process of chunking is an extremely efficient and allows 

humans to conserve limited memory capacity. But while this occurs naturally and 

automatically in the mind, exactly how categories form and how objects achieve 

membership in specific categories is the focus of some debate.  

 The classical approach to linguistic categorization defines a category in terms of a 

set of binary features that are necessary and sufficient to classify objects as members of 
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that category (Taylor, 1989). All members of a category have equal status, and there is no 

ambiguity because the boundaries between categories are clearly defined. Meadows, et al. 

(2000) note that this view of classification is often applied to bibliographic and indexing 

systems.  

 However, this is not the only theory of cognitive categorization. The boundaries 

of categories are not necessarily strictly defined, and membership is not necessarily all or 

nothing. Labov (1973) performed experiments that support the idea of fuzzy categories. 

He showed that subjects hold a prototypical idea of a cup in their minds, but that this idea 

can gradually merge into the bowl category. Thus, certain members are prototypes of a 

category, but other members share some, but not all, attributes of the prototype member. 

This idea is useful for text classification in information retrieval. A text can be “about” 

many ideas, and categorization of that text is a matter of probabilities, or degrees to 

which the text fits into one or more categories. Bruza and Huibers (1996) have studied 

aboutness in information retrieval and argue that a user’s query involves an underlying 

set of preferences that, while unknown to the system, could provide useful information 

for driving a retrieval search. For NLQA, this suggests that an information need, as 

expressed by the question, carries preferences for the type or types of information that is 

an acceptable answer.  

 Rosch and Mervis (1975) extend the idea of prototype theory to propose a family 

resemblance approach to categorization. Their study distinguishes between superordinate 

and basic levels of naturally occurring categories. Superordinate categories are highly 

abstract and include concepts such as furniture or vehicle. Basic level categories, on the 
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other hand, naturally divide concrete objects such as chair or car. The fundamental 

assumption behind basic-level categories is the notion that there are both natural and 

man-made objects in the world which possess sets of attributes that can be distinguished 

from other sets. Through a series of six experiments, Rosch and Mervis show that 

prototypical members of a category tend to have both more attributes in common with 

other members of that category and less attributes in common with members of other 

categories. This notion of family resemblance thus provides a structural basis for 

prototype formation. This is notable in that if the degree to which an object is “typical” of 

a category plays an important role in cognitive category processing, which Rosch (1975) 

argues it does, then answer types that correspond to basic-level categories may conform 

more accurately to what constitutes an acceptable answer. 

 Objects are not the only entities that exhibit characteristics of basic-level 

categorization. Rifkin (1985) experimented with how people organize events and found a 

similar pattern of superordinate, basic-level and subordinate categories. This organization 

may be useful in developing types for non-entity types that might guide the search for 

answers to procedural, non fact-based questions. 

 One area of natural language processing research that offers further insight into 

the issues surrounding categorization is ontology development. How words are grouped 

into word-sense taxonomies is not a clear-cut problem, and there is no uniform approach 

to classification (Basili, et al., 1995). WordNet (Miller, 1995) is one such online lexical 

database that organizes English nouns, verb, adjectives and adverbs into synonym sets 

that represent concepts. As a readily available resource, WordNet has frequently been 
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applied to various language processing tasks, including question answering. However, the 

all-purpose nature of general ontologies such as WordNet often introduces ambiguity into 

analysis. Thus, how words can be categorized and arranged hierarchically to provide the 

widest possible coverage with minimal ambiguity is of primary interest in ontology 

construction. 

 Though computational ontologies do not necessarily need a theoretical foundation 

to be functional, theories of linguistic categorization can improve taxonomy 

development. For example, Basili, et al. (1995) developed an algorithm to derive verb 

classifications by learning from the way verbs are used in sentences. Their study showed 

that verbs follow basic-level categories and that those categories can be automatically 

acquired. Important here is the bridge between theoretical soundness and computational 

practicality. The insights from psycholinguistic research in categorization can be helpful 

in determining what constitutes basic categories, but the final product must be a 

classification system or mechanism reasonable for automated applications.  

 Regardless of how membership in categories is defined, all categorization systems 

must also possess a structure for the categories themselves. Category structures may 

essentially be hierarchical, networked, or a combination thereof (Meadows, 2000). In a 

basic hierarchical structure, there are parent members that are superordinate and child 

members that are subordinate. Members are linked only to direct superordinates and 

subordinates. For general network structures, members may be linked to superordinates 

and subordinates that are not directly related. Murphy and Lassaline (1997) note that 

hierarchical structures are actually a special kind of network in which the only relation 
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allowed between members is the set inclusion relation, sometimes referred to as the IS-A 

relation. For example, dog is a type of animal. The theory of basic-level categories 

assumes a hierarchical structure is present in concept categorization. Existing NLQA 

systems categorize and subcategorize answer typologies as hierarchical structures. This is 

perhaps because questions require single, distinct answer types. Such a structure can 

create stability and boundaries (Salthe, 1985) and subsequently reduce ambiguity in the 

question and answer matching process.  

 
Applying Categories to Answer Types 

Just as hierarchies provide a structural framework for organizing answer types, 

basic-level categories can provide a theoretical basis for developing a useful answer 

taxonomy for question answering systems. Given that there is no overriding, ideal set of 

categories, the questions remain of how answer types should be classified and what level 

of detail is required in an answer taxonomy. Using the past work on question answering 

and information retrieval as a background, the remainder of this research focuses on 

evaluating existing NLQA systems that utilize answer taxonomies and proposing a 

taxonomy model that is adequate for covering a variety of answer types. It is the TREC 

systems that will now provide the primary source of information for a comparison study 

of answer classification structures and effect on system performance. 

  



 30 

METHODOLOGY 

This research examines answer taxonomies from the Question Answering (QA) 

Track of the TREC-8 and TREC-9 information retrieval conferences to determine the 

effect of answer types on system performance and to identify various elements that 

should be considered when constructing answer taxonomies. Ultimately, the ideal 

taxonomy is one that can provide sufficient coverage to handle the various types of 

questions a system can be expected to receive. The necessary elements of taxonomy 

design will depend on the particular system it is designed for. However, the study of 

existing taxonomies can suggest the features relevant to any taxonomy design. To that 

end, several features related to system processing and function are examined in a 

relatively fine-grained comparison of the TREC QA systems. The categories presented in 

the detailed comparison are then generalized to analyze trends in system performance. 

These trends, in turn, suggest the element key to successful approaches in answer typing. 

In addition to comparing and analyzing performance, a general review of the types of 

questions and expected answers from the TREC QA data sets was conducted to identify 

issues relevant to taxonomy design. 

 
TREC QA Taxonomy Comparison 

A majority of the TREC-8 and TREC-9 systems included the formal or informal use 

of answer taxonomies to process questions and then to match questions with potential 

answers. This research includes a comparison study of these systems to determine how 
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the taxonomies were used and what effects the taxonomies may have had on system 

performance. The analysis of taxonomies compares the following features: 

Level of Detail – Answer taxonomies can be as simple as a set of labels or as 

complicated as hierarchies of classes and subclasses of answer types.   

System Architecture – How the taxonomies are incorporated into the systems 

will be examined for common trends and effective strategies that take 

advantage of the answer types in question and answer processing.  

Question-Answer Relationship – An obvious connection exists between 

answer types and question types, as denoted by question structure. How 

taxonomies are constructed based on question words are considered. For 

example, the question word when typically requires that the answer type be a 

DATE or TIME value.  

System Performance – Existing systems participating in the TREC QA Task 

have been evaluated in terms of the mean reciprocal rank. Systems were 

required to submit the top five answers to every question in the data set. Each 

question was scored based on the reciprocal of the rank at which the answer 

was located (1 to 5). If the correct answer was not located in any of the 

responses, the question was scored 0. The mean for all questions was then 

calculated for a final system score (Voorhees, 2000). While the system scores 

cannot be used as direct indicators of taxonomy performance, they offer 

insight into general trends when system architecture is taken into account.  
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Introduction to TREC QA Systems 

TREC QA systems can be broadly divided into two categories: those that utilize 

linguistic processing and those that do not. Although most of the TREC QA systems 

included some degree of linguistic processing, the systems that did not relied on 

traditional information retrieval, with or without additional heuristics to guide answer 

selection. This simplified approach avoids the potential drawbacks of natural language 

processing and achieves, in many instances, better than average results. For example, one 

of the better performing systems on the 250-byte task in the TREC-9 QA competition 

was the Queens College system (Kwok, et al., in press), which relied on traditional IR 

enhanced with a few simple heuristics to guide processing. However, Voorhees (2000) 

notes that a closer examination of TREC-8 test results suggests traditional IR systems 

perform better on the long-answer task than on short answers. She concludes based on the 

TREC-8 data that “the relatively simple bag-of-word approaches that are successfully 

used in text retrieval are not sufficient for extracting specific, fact-based answers” 

(Voorhees, 2000, p. 81). 

 Thus, to improve the performance of traditional retrieval strategies, most of the 

QA systems in TREC combine additional levels of processing with IR. The basic strategy 

for these systems is to process a question to develop a representation of the expected 

answer, retrieve a set of documents relevant to the query, process the documents using 

the same representation structure used in question processing, and match the 

representations to identify probable answers. And while there is much opportunity for 
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variation and customization within the general strategy, the TREC QA systems generally 

include the following four components: 

Query Analysis – The question-processing element. This component 

formulates a representation of what the question is asking for. This might 

include identifying key terms, expected answer types, the main focus of a 

question, relationships among question terms and rules for selecting potential 

answers.   

Text Retrieval – The IR component of linguistic QA systems. The “texts” 

retrieved may be documents, passages, or paragraphs, and the indexing 

schemes include traditional keyword, paragraph or concept indexing. 

Text Processing – The element responsible for representing candidate texts, 

or pieces of candidate texts, in terms of the format identified in question 

analysis. This often includes segmenting retrieved texts into smaller units, 

such as sentences, and identifying entities within those smaller segments.  

Answer Selection – The processing that matches questions to answers. The 

representations formulated in query analysis and text processing are compared 

during answer selection to select candidate answers and provide a score that 

ranks the top answers. This component also includes answer extraction or 

generation, if required by the particular system architecture. 

It is important to note that while these elements are typically present in all QA 

systems, the components are not always distinct. Elements can be combined into a single 

module or broken into multiple modules. Parallel processing is utilized in some instances, 
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linear processing in others. There is no single implementation for any stage of question 

answering, including the use of linguistic processing itself.  

 Linguistic processing ranges from the relatively simple pattern matching and 

lexical look-up tables to the more difficult analysis of syntactic and semantic structure. 

NLP techniques include shallow parsing, named entity recognition, part-of-speech 

tagging and logical transformations. Taking their cues from the successes in the field of 

information extraction, researchers (Srihari, et al., 2000, others) have found that applying 

shallow natural language processing enables an adequate level of analysis without the 

processing requirements of full natural language understanding.   

 
Elements of TREC QA Comparisons 

The processing of interest in the current work involves the use of answer types. 

Answer types are generally identified through shallow linguistic processing in the 

question analysis phase and matched to text representations during answer selection. 

Answer taxonomies can be compared based on the level of detail present in the answer 

types identified, how the taxonomy fit in to the overall system, the types of question-

answer relationships exploited, and how the systems performed on a test set of fact-based 

questions.  

 
Level of Detail 

The degree of detail of an answer taxonomy can be measured as a combination of 

the structure of the taxonomy and the specificity of the types within that structure. 

Whether a system includes subtypes, the number of types is in the taxonomy and the 
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kinds of labels applied to types are each considered to varying degrees as measures of the 

level of detail. 

 
Taxonomy Structure.  How the answer taxonomy is structured varies across system. 

Answer taxonomies can be as simple as a list of labels or as complicated as hierarchies of 

classes and subclasses of answer types. The presence of subtypes indicates whether the 

system employs a list or hierarchy in its answer taxonomy. While lists and hierarchies are 

the primary structures for answer taxonomies, a system can use answer types without one 

of these structures by distributing types across lists of properties required of elements. 

Systems that do not fit this list/hierarchy dichotomy are simply labeled as “other.” 

 
Type Specificity.  In addition to the structure of the taxonomy, the level of detail 

apparent in the answer type labels differs across taxonomies. The number of types in a 

taxonomy is a general indication of whether a taxonomy will be coarse- or fine-grained. 

However, in many of the systems evaluated here, exact numbers of types are not 

available. Therefore, the number of types is not necessarily an accurate indicator of 

specificity. Instead, the types of labels used are taken as an indicator of how specific the 

type distinctions are. The categories identified here include coarse, fine and mixed. 

Coarse taxonomies generally adhere to the basic categories for named entities identified 

by the Message Understanding Conferences (MUCs) for information extraction systems – 

PERSON, ORGANIZATION, LOCATION, TIME, DATE, MONEY, and PERCENT. 

There is a great deal of variation in coarse taxonomies, but as a whole, this type of 

taxonomy makes only general distinctions in the types of answers. The “fine” category 
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applies to those taxonomies that capture more specific types. This might include 

distinguishing between CITY, STATE and COUNTRY for location or extending the 

MUC types to include a wider range of entity types such as NATIONALITY or 

PRODUCT. The mixed category applies to special cases in which fine-grained 

distinctions are made for certain entity types, while other types are kept very general. For 

example, a taxonomy that distinguishes between multiple types of NUMBER answers 

(PERCENT, MONEY, MEASURE, DURATION, RATE, etc,), but groups all NAME 

answers into a single answer type category would be labeled “mixed.”  

 
System Architecture 

Answer taxonomies are incorporated into the overall structure of a QA system, 

more often than not, in an answer selection phase of processing. However, the 

architecture of the system in general will determine how the types are ultimately used. 

The architectural elements explored here include the variations in information retrieval 

components, linguistic processing, and the elements being processed. These features 

influence both the effectiveness of answer taxonomies and how taxonomies are applied 

during processing.  

 
IR Processing.  While natural language processing adds functionality to a QA system, 

the retrieval component is still a critical element in that system. NLP, even shallow NLP, 

can be expensive in terms of processing time and resources. IR engines provide a smaller 

set of relevant documents to the QA component to minimize the amount of additional 

processing required. However, this can work against a system. If the retrieved documents 
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do not contain an answer to begin with, then the quality of the taxonomy is irrelevant. 

The effectiveness of the retrieval system, therefore, is a limiting factor. While it is 

beyond the scope of this project to provide an evaluation of the effectiveness of various 

search engines, it is important to acknowledge the effect of such variation on system 

performance.  

Rather than attempting to capture the performance of the information retrieval 

component, the classification of the TREC QA systems accounts for the level of attention 

given to that component. For reasons of limited time and diverse research interests, a 

number of the participants chose to focus on the question-answering routines, rather than 

the information retrieval element. These participants used the top retrieved documents for 

each question supplied by a TREC search engine. The potential drawback of not 

integrating a full-scale search engine into the QA process is that the search for potential 

answers cannot be specifically tailored to the question answering routines. However, the 

ability to tailor the IR component is not necessarily required. The top-performing system 

in the 50-byte category of TREC-8 used the TREC-provided documents (Srihari, et al., 

2000). The distinctions made here group systems into one of three categories: QA-

focused for those that used TREC-provided IR results; Hybrid for the systems that 

incorporated a search engine into their system; and IR-focused for the few that focused 

almost exclusively on the information retrieval component, without incorporating 

linguistic question-answering routines. 
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Linguistic Processing.  As most of the systems participating in the TREC QA 

incorporated some form of linguistic processing, these systems are subdivided by level of 

processing. Shallow NLP is the most applied form of linguistic processing, though a 

handful of exceptions exist. The categories include the following:   

Surface – The systems that relied mostly on surface-level pattern matching 

used something less than shallow linguistic processing to accomplish the 

question-answering task. The surface category captures this limited degree of 

linguistic processing.      

Shallow – This category applies to a majority of the systems in TREC QA. 

Such systems do not attempt to build full semantic representations of 

questions or of the text. Rather, these systems typically rely on shallow 

parsing, named entity recognition, part of speech tagging, or coreference 

chaining to process questions and answers.  

Deep – This category does not imply a full natural language understanding. 

Rather, the deep processing involved using logical representations of semantic 

meaning on some level for matching questions to answers. While an added 

layer of complexity if added to the processing, a deeper understanding can 

theoretically improve performance.   

 
Processing Focus.  Crucial to the QA task is the process of matching representations of 

questions and text to identify the most likely answer. These representations can be 

relatively simple or complex, depending on the individual system. Because this 
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representation matching is so vital, the approach to building the representation is 

generally the main focus of processing in a system. Thus, it is useful to distinguish 

between these approaches. The systems are grouped into one or more of the following 

processing categories: 

NE Tagging – Named entity recognition is the most common strategy for 

representing the text to match with equivalent question types. In fact, the 

answer types applied to the question analysis are often drawn from a set used 

for the named entity task. 

Pattern Matching – Pattern matching also involves searching a text for 

entities. However, unlike named entity recognition, the text is not pre-tagged 

with identified entities. Instead, the question type is associated with a series of 

patterns, and these patterns provide the basis for matching questions to 

answers.  

Relation/Role Identification – Processing in this category involves 

recognizing semantic relations through parsing. Such analysis involves 

identifying governing words and the relations these words participate in.  

Type Searching – When the initial information retrieval search involves 

tokens representing probable answer types, the systems are classified as using 

“type searching.” The indexing system is subsequently conceptual, though the 

answer types are not necessarily part of the indexing scheme.  

LF Matching – Logical form (LF) matching is a relatively deep approach to 

representing the questions and text that involves building and matching 
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representations at the semantic level. The type of processing is only used by a 

few systems.  

Coreference – Coreference resolution is the process of identifying entities 

that refer to the same object or idea in a text. By resolving these references, 

systems have the potential at least to provide a wider range of contexts to 

match against a question representation.  

POS Tagging – Part of speech (POS) tagging is a shallow processing 

approach that involves matching the correct parts of speech during question-

answering routines. 

IR – The IR category is simply for those systems that relied mostly on 

traditional information retrieval techniques to matching queries to answers 

without any answer type processing. 

 
Named Entity/Information Extraction Technology.  Another subdivision of the 

systems that applied natural language processing to the question-answering task is 

whether those systems incorporated named entity and information extraction technology. 

These techniques have proven successful in the Message Understanding (MUC) 

conferences and provide generally lightweight NLP solutions to representing and 

matching questions to potential answers in QA systems. Therefore it is noted for each 

system whether or not named entity recognition is applied to questions and/or texts. This 

is distinct from the NE Tagging category of processing focus in that a system may 
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incorporate named entity or information extraction technology without making it the 

focus of processing.  

 
WordNet.  WordNet (Miller, 1995) is a general-purpose, publicly available database of 

lexical information for English. It is arranged hierarchically with English words grouped 

in sets, supersets and subsets of concepts. The benefit of WordNet is its semantic, as 

opposed to alphabetic, organization. While WordNet is useful in a variety of question-

answering tasks, only those uses related to answer taxonomies are noted here. For answer 

taxonomy processing, the database can be used to construct a taxonomy or determine 

concepts for questions and answers. The categories are explained below. 

Hyper – The hypernyms in WordNet are the higher-level concepts. This 

category involves locating a word in the database and moving up the hierarchy 

until a top concept is reached. This concept is then used to associate a type to 

either questions or elements in text. 

Hypo – The hypo category is conceptually the opposite of the hyper category. 

A concept is identified in a question or text and used to identify subconcepts 

or words to include in the search.   

Type Categories – A third category of WordNet use involves using the 

concepts in WordNet as the taxonomy itself. Typically, a subset of concepts is 

identified in WordNet and used to create a taxonomy or supplement the 

concepts in a taxonomy.    
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Not Type – For those systems that used WordNet, but not in relation to type 

processing, the category “Not Type” is used. 

Because the use of WordNet in most of the TREC-8 systems was unrelated to 

type processing, the distinction for WordNet use in the TREC-8 systems is binary. 

Whether or not WordNet was used – in any form – is the only notation. However, 

because roughly one third of the TREC-9 systems did use WordNet for type-related 

purposes, the specific uses are categorized for those systems.  

 
Candidate Unit.  In general answer selection, the answer type identified for a question is 

matched to the types present in a potential answer. This candidate answer is then scored 

based on the presence of the expected type, keywords, or other similarity measures. 

However, the answers can be a variety of text elements including entities, paragraphs, 

arbitrary windows of text, and sentences. The size of text being compared, in part, 

determines the scoring measure and how answer type is incorporated into the score. For 

example, if the candidate unit is a short paragraph of text, a scoring function can take into 

account the presence of multiple types, keywords, coreferring expressions, relative 

position of types in the candidate text, etc. The candidate units identified in this 

comparison study include the following: textual entity, abstract entity, sentence, short 

passage and answer-length passage. 

Textual Entity – A short string of text that can be labeled as a specific type, 

though this type is not limited to the traditional categories outlined for the 
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named entity task. A textual entity is essentially a “thing” identified as a 

potential answer in the text.  

Abstract Entity – Related to the textual entity, an abstract entity differs in 

that a single abstract entity may have multiple realizations within a text. 

Systems that apply coreference resolution techniques may choose to combine 

textual entities into an abstract version for scoring.  

Sentence – The sentence is one of the more common elements of study across 

various types of linguistic processing tasks, and this processing task is no 

different. Sentence-level analysis lends itself to parsing, a common technique 

for associating sentence elements with types.  

Short Passage – The short passage is loosely defined as multiple sentences. 

This may be a text window or a paragraph of variable length. Passage scoring 

enables multiple entities and types to be considered in the overall ranking 

scheme. 

Answer-length Passage – These segments of text are 50-byte or 250-byte 

windows that conform to the answer-length requirements of the TREC QA 

task. These are distinct from short passages in that the answer-length passage 

may be less than one sentence in length and distinct from entities in that the 

immediate context around the a particular entity is considered part of the 

candidate answer.  
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Candidate Pool.  The source of the candidate texts is also an important consideration in 

the incorporation of answer types in QA systems. The larger the initial pool of texts, the 

more processing a system must typically do. The pool of text from which the candidates 

are drawn can be the original returned set of documents, or a smaller, filtered subset of 

passages, paragraphs, or even sentences. The size of the text pool is measured in relative 

terms. The following distinctions are made: small (30 or less), mid (50-100), large (more 

than 200), and variable. For “variable,” the size of the pool typically depends on the 

number of relevant documents retrieved by the initial IR component. 

 
Answer Type Function.  The answer taxonomies in the TREC-8 and TREC-9 systems 

have one or more of the following uses: candidate filtering, answer scoring, answer 

filtering or answer refinement. An answer candidate depends on the particular system. 

Candidates may be named entities, passages, sentences, or arbitrary windows of text, for 

example. Answers are closer to the final output of the system. They may still be rough 

candidate elements or fully formatted answer strings.  

Candidate Filtering – Candidate filtering involves narrowing the number of 

candidates considered from an initial pool of retrieved documents by matching 

against type. This may be a process of selection or elimination. Selection 

involves identifying positive matches and discarding the remainder. Candidate 

elimination involves removing all candidates that do not contain a correct 

answer type, and sending the remaining ranked or unranked candidates to 

scoring and selection processes.  
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Answer Scoring – Answer scoring is the process of matching candidate 

answers based, in part, on answer type, and scoring of the matched candidates 

as potential answers. The weight associated with the presence of an answer 

type depends on the system. Some systems place primary importance on the 

presence of an answer type, while others rely the type measure as a secondary 

or bonus weight. 

Answer Filtering – Answer filtering selects answers based on system-defined 

features. Like answer scoring, answer filtering involves matching by type. 

However, the system has already scored candidates and selected a pool of top-

ranked answers. The filter simply selects one or more from the pool based on 

type matches.  

Answer Refinement – Answer refinement occurs in the final stages of 

processing in a system. Passages or sentences that are selected as the most 

likely answers are typically truncated to meet the 50-byte or 250-byte length 

requirement. The answer type is used to guide truncation to ensure the final 

answer string contains the correct answer type. Conversely, this answer type 

also may be used to guide the process of padding answer strings that do not 

fill the maximum length limit. This might involve adding a certain amount of 

context before and after the entity with the correct type until the 50- or 250-

byte limit is reached.   

The use of answer types in QA systems is not limited to just one of the categories 

above. For instance, answer scoring may be in addition to candidate filtering or answer 
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refinement. Also, the distinction between categories is not always clear in the report of 

how the taxonomies are used. However, all of the taxonomies studied are used in at least 

one of these categories. 

 
Type Match Weighting.  As mentioned, the level of importance attributed to type 

matches in answer scoring schemes varies by system. For instance, some systems weight 

answer type matches equally with other factors such as term sequences or frequency, 

while others add a secondary or bonus value to matches based on type. Because most of 

the systems examined use some form of answer scoring that involves answer types, it is 

worth subcategorizing the use of taxonomies in these systems by a relative importance 

measure. The coarse distinctions made here include whether the scoring scheme places 

more, less or equal importance on the presence of the correct answer type. In many cases, 

the data available does not indicate how types factor into the scoring process, but where 

possible, this feature is noted.  

 
Question-Answer Relationship 

Question structure key the primary source of information that indicates the type of 

answer expected. In other words, the types of questions affect the types of answers in a 

taxonomy. For example, the question word when typically requires that the answer type 

be a DATE or TIME value. The systems participating in TREC QA construct taxonomies 

to no small extent based on these question words. In most systems, question words have 

more than one mapping to answer types. The questions What is the capital of Germany? 

and What company makes Cocoa Puffs? illustrate this idea. Depending on the question, 
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what asks for LOCATION and ORGANIZATION types, respectively, in these questions. 

To disambiguate the meaning of the question word, the systems that allow a one-to-many 

mapping must make use of a question focus. Also referred to as a governing word, 

secondary argument, or definition term, among other things, the question focus is in 

many cases the head noun in the noun phrase following a question. In the two examples 

above, the focus would be capital or company.  

 However, simplified taxonomies may not require a one-to-many mapping. Instead 

a one-to-one mapping is utilized. For instance, question words that are generally 

unambiguous (when and where are, for the most part, TIME and LOCATION related) 

can be mapped to a single type. The ambiguity in question words such as who or what 

can be avoided by labeling those types as simply NAME. An answer type taxonomy may 

in fact include a type UNKNOWN for all questions that cannot be resolved into other 

categories. And while some information contained in the question may be lost, this one-

to-one mapping does simplify question processing.  

 
Answer Types Per Question.  Another decision for question processing is whether a 

question may be associated with more than one type. Detailed taxonomy structures may 

enable question analysis to attach a set of types to a question, based on a specific-to-

general order of preference. For instance, the What is the capital of Germany? question 

can be labeled with a single type (LOCATION) or multiple types (CITY or 

LOCATION). In matching potential answers, CITY types are preferred, though 

LOCATION types are also pulled out as potential answers. On the other hand, 
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associating a single answer type can eliminate unnecessary ambiguity in searching for 

answers. The distinctions made here are, for the most part, between single and multiple 

types per question. The one exception is in cases where one type is allowed for a majority 

of the questions, but exceptions are made for specific question constructions. For 

example, how long questions may be asking for a physical LENGTH or temporal 

DURATION. Instead of attempting to resolve the ambiguity, the system attaches both 

types to the question. Systems that follow this guideline are labeled as “single+” in this 

classification scheme.   

System Performance 
 

The performance of any system participating in the TREC-QA task is obviously 

not a direct result of the answer taxonomies alone. Other system factors – the retrieval 

component, the answer scoring function, even trivial system bugs – contribute to the 

overall performance. However, because the systems participating in the TREC QA Track 

approached the task with very similar strategies, the variations in answer taxonomies may 

be correlated with system performance. This correlation, in combination with an 

understanding of the system architectures, provides insights into the structure of effective 

answer taxonomies.   

 There were two submission categories in the TREC QA task based on answer 

length – a 50-byte category and a 250-byte category. Again, analysis of the TREC-8 

results has suggested the 250-byte task is the easier of the two (Voorhees, 2000). This 

makes sense in that a shorter answer requires more precision and leaves a smaller margin 
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for error. However, because the tasks require, at some level, a different processing 

element, the scores on the two tasks are treated separately in the comparison at hand.  

 Regardless of the answer-length category, mean reciprocal rank was the scoring 

measurement used in the TREC-QA evaluation. Systems submitted the top five answers 

to every question in the data set. The reciprocal of the rank at which the answer was 

located (1 to 5) was taken as the question score. If the correct answer was not located in 

any of the responses, the question was scored 0. The mean for all questions was then 

calculated for a final system score (Voorhees, 2000). This was the basic evaluation 

design for the TREC-8 competition, and this mean is what is used in the present work for 

comparing taxonomy performance.  

 TREC-9 added answer justification to the evaluation. The top five answers were 

submitted and a mean reciprocal rank calculated as before, but the answer pair – the 

answer string and a document identifier – was evaluated differently. Correct answer 

strings that were not supported by the document returned were marked incorrect in the 

strict judgments. This resolved an evaluation issue from the TREC-8 task in which judges 

marked correct answer strings as acceptable even though the returned document did not 

support that answer. As with TREC-8, the TREC-9 lenient judgments marked the 

unsupported answers as correct. In the TREC-9 task, scores for the lenient judgments 

were typically 1-3 percent higher than the strict scores. Due to availability of official 

scoring data, the current work uses the strict judgments alone.  
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TREC QA Trend Analysis 

The detail categorization above was generalized and compacted to be able to 

analyze trends in the effects of these categories on system performance. Twelve areas 

were examined, and in many instances, the categories were reduced to binary 

membership. This was necessary to produce categories with sufficient numbers of 

systems to be able to compare performance results. For example, the type of processing 

focus used was reduced from eight possible categories to simply whether named entity 

tagging was the primary focus of processing. The categories used in the trend analysis are 

described in Table 3. 

The systems’ mean performance scores were compared for each feature category 

using Pearson Product Moment Correlation and one-way analysis of variance (ANOVA). 

While the ANOVA tests for significant difference in mean scores, the Pearson test 

measures the strength of the relationship between scores and system features.  

 
TREC-8 vs. TREC-9 

While the effects of the above categories on system performance can be compared 

for both the TREC-8 an TREC-9 systems, the tasks involved in the TREC-8 and TREC-9 

QA tracks were significantly different in scoring measures and data sets. Therefore, 

separate comparisons were conducted in order to control for as many factors as possible. 

The subsequent discussion reaches conclusions based a combination of the TREC-8 and 

TREC-9 comparisons. 
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TABLE 3 

FEATURE DESCRIPTION FOR TREC QA TREND ANALYSIS 

FEATURE DESCRIPTION POSSIBLE VALUES 
IR Integration Whether the system used TREC-provided search engine 

results or incorporated a separate engine in the question-
answering process. 

IR (Yes)/ No 

IE Technology Whether the system applied named entity or other 
information extraction techniques in processing. 

Yes/No 

Processing Focus Whether named entity tagging and recognition was a main 
focus in processing for matching question and answer 
representations. 

NE Tag/Other 

Candidate Pool Captures the relative size of the pool of candidates that are 
scored.  

Small/Mid/Large/ 
Variable/ Unknown 

Candidate Unit Whether the candidate unit for scoring purposes was an 
entity or a larger unit of text. 

Entity/Non-Ent 

QA Mapping  Whether question processing maps question words to one 
type (Who → PERSON) or to multiple types (Who → 
PERSON or ORGANIZATION).  

One-One/One-Many/ 
Unknown/Not 
Applicable 

Types Per Q Distinguishes between question processing that primarily 
allows only a single answer type to be associated with 
questions and processing that allows multiple answer types. 

Single/Multiple/ 
Unknown/ Not 
Applicable 

Taxonomy 
Structure 

Compares systems using taxonomies based on whether the 
taxonomy is a list or hierarchy structure. 

List/Hierarchy/ 
Unknown/ Not 
Applicable 

Taxonomy Detail Identifies systems with coarse detail in the answer 
taxonomy. If known, anything other than a coarse level of 
detail is labeled “Other.” 

Coarse/Other/ 
Unknown/ Not 
Applicable 

Answer Scoring Captures whether answer scoring involves answer types. AS (Yes)/No/Not 
Applicable 

Candidate 
Filtering 

Captures whether answer types are used to filter out 
unlikely candidates or if some other use of types is 
employed. 

CF/Other/Not 
Applicable 

WordNet Whether WordNet is used in some capacity in system 
processing 

WordNet (Yes)/No 
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The evaluation scheme changed in the TREC-9 competition by requiring 

justification for correct answers under the rules of strict evaluation. Because the scores 

used here are the strict judgments, a direct comparison of the results of the TREC-8 and 

TREC-9 systems would not produce an accurate reflection of how systems performed on 

similar questions.  

Also, the data set differed from the set used in TREC-8. While the questions were 

still fact-based, short-answer questions, the source of the questions changed. The data set 

included 693 questions. Rather than creating questions specifically for the TREC task (as 

was done for the TREC-8 task), 500 questions were selected from user questions posed to 

Microsoft’s Encarta and from Excite log files. An additional 193 variant questions were 

added to the data set. These reformulations allowed researchers to test the ability of 

systems to handle question variation. As a result of the source of questions and question 

reformulations, the TREC-9 data was more difficult than the TREC-8 set. While 

difficulty alone does not make comparison of the TREC-8 and TREC-9 data sets 

impossible, the fact that the latter data set is drawn from “real,” as opposed to artificially 

generated, questions suggests the question sets are different enough to not mix 

comparison results.    

  

Comparison Assumptions and Qualifications 

In order to compare the TREC QA systems, whether from TREC-8 or TREC-9, a 

number of assumptions have been made about the task and the significance of the results. 

The most important assumption being that the judgments made by the human annotators 
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were “correct.” Agreement between annotators is not always perfect, and in most 

judgment tasks there is always a possibility of variation in interpreting the guidelines. 

However, it is assumed that any variations made were made consistently across system 

evaluations and can therefore be disregarded.  

 Secondly, the present work assumes that, in most cases, the evaluation scores are 

a valid reflection of the interaction of various system components. The exception is for 

systems that reported a trivial bug that invalidated the system results. Related, it is also 

assumed that the features examined here are relevant to system performance. This does 

not imply that these features are the only ones that have bearing on performance, or that 

one feature alone is sole cause of a system’s results.    

 A final assumption is that the information available for study is sufficient to 

determine the function of answer taxonomies within systems. The inner works of the 

participating systems are almost entirely opaque. That is, the information is simply 

unavailable. However, it is assumed that the available data does lend itself to meaningful 

analysis. 
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RESULTS 

Because the same features were examined in both the TREC-8 and TREC-9 

systems, for the sake of clarity and organization, the systems from the different 

competitions are reported together for the system descriptions. The performance 

comparisons are treated separately. The results of the TREC QA comparison are grouped 

by system architecture, question processing, taxonomy description, and answer 

processing. The features reported for each area are listed in Table 4. 

TABLE 4 

FEATURE BREAKDOWN IN REPORTING TREC QA RESULTS 

CATEGORIZATION AREA FEATURES 
System Architecture Type of QA Processing 

Use of Answer Types 
Type of Linguistic Processing 
Focus of Processing 
Use of IE/NE Technology 
Use of WordNet 

Question Processing Question Word-Answer Type 
Mapping 
Use of Question Focus  
Types Per Question 

Taxonomy Description Taxonomy Detail 
Taxonomy Classification 

Answer Processing Taxonomy Function 
Answer Type Importance in 
Scoring 
Candidate Pool 
Candidate Unit 
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A number of systems in both TREC-8 and TREC-9 varied system parameters and 

submitted multiple runs for evaluation. For those systems submitting multiple runs, the 

system modifications for each run often included significant changes. Subsequently, each 

run is treated separately. 

 
TREC-8 and TREC-9 System Descriptions 

Twenty systems participated in the TREC-8 QA Track. These systems are listed 

in Figure 1. The feature descriptions for each TREC-8 system are listed in Appendix A. 

The twenty TREC-8 participants submitted at least one run to the 50-byte or 250-byte 

category. The twenty systems produced 27 different system configurations. Of those, 18 

(67%) utilized answer types in some form to match questions to potential answers. The 

remaining configurations mainly focused on traditional, keyword-based IR approaches. 

 
AT&T Labs-Research 
CL Research 
Cymfony, Inc. 
IBM T. J. Watson Research Center 
LIMSI-CNRS 
MITRE Corporation 
MultiText Project 
National Taiwan University 
New Mexico State University 
NTT DATA Corporation 

 
Royal Melbourne Institute of Technology 
Seoul National University 
Southern Methodist University 
University of Iowa 
University of Maryland, College Park 
University of Massachusetts 
University of Ottawa 
University of Pennsylvania 
University of Sheffield, UK 
Xerox Research Centre Europe 
 

Figure 1. Participants in the TREC-8 QA Task 

 
Twenty-eight systems participated in the TREC-9 QA Task. The participants are 

listed in Figure 2. Of the 28 participating systems, 25 are described below. The remaining 
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three – Xerox, Conexor Oy, and University of Alberta – did not have available system 

descriptions at the time of publication. Twenty-two of the 25 systems incorporated 

answer types. The TREC-9 descriptions include 46 different system configurations. 

 
CL Research 
Conexor Oy 
Fudan University 
IBM T. J. Watson Research Center 
Imperial College 
KAIST 
Korea University 
LIMSI-CNRS 
Microsoft Corporation 
MITRE Corporation 
MultiText Project 
NTT DATA Corporation 
National Taiwan University 
Queens College, CUNY 
 

 
Seoul National University 
Southern Methodist University 
Sun Microsystems Laboratories 
Syracuse University 
Universidad de Alicante 
University of Alberta 
University of Iowa 
University of Massachusetts 
Université de Montréal  
Università di Pisa 
University of Sheffield, UK 
University of Southern California 
Xerox Research Centre Europe 

Figure 2. Participants in the TREC-9 QA Task 

 
System Architectures 

The TREC QA systems relied on the TREC-provided search engine results, 

incorporated an independent search engine into the question-answering routines, or 

focused almost entirely on the information retrieval component. These systems are 

classified as QA-focused, Hybrid, and IR-focused, respectively. Table 5 lists the 

frequencies for each category across the TREC-8 and TREC-9 competitions.  
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TABLE 5 

FREQUENCIES OF TYPE OF SYSTEM PROCESSING FOR TREC QA 

 TREC-8 TREC-9 

TYPE OF SYSTEM PROCESSING N PERCENT N PERCENT 

QA-Focused 8 29.6 15 32.6 

Hybrid 12 44.4 26 56.5 

IR-Focused 7 25.9 5 10.9 

TOTAL 27 100.0 46 100.0 

 

Of the 20 TREC-8 configurations that included some form of linguistic 

processing, all but three systems applied shallow linguistic processing. The two 

University of Sheffield (Humphreys, et al., 2000) configurations applied deeper 

processing, while the University of Ottawa (Martin & Lankester, 2000) applied a surface-

based approach.  

 The TREC-9 architectures incorporated many of the lessons learned from the 

TREC-8 systems. One of the most noticeable trends in system architectures was the drop 

in systems relying primarily on traditional information retrieval techniques. Three 

participants chose to submit systems focusing on information retrieval, accounting for 

only roughly 11 percent of the configurations. This is in contrast to roughly 26 percent of 

the TREC-8 configurations. Also, almost 90 percent of the systems used answer types as 

some form of constraint for potential answers. These changes from TREC-8 to TREC-9  

reflected the general consensus that linguistic processing is required for systems to be 
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able to target specific answers and that using answer types can be an effective approach. 

Approximately fifty-six percent of the systems incorporated an independent search 

engine into the configuration, while the remaining configurations relied on the results 

from the TREC-provided search engine. For a complete breakdown by system of the IR 

processing incorporated into the TREC-9 systems, or any other feature examined in the 

TREC-9 system descriptions, refer to Appendix B.  

 A majority of the TREC-9 systems also applied relatively shallow linguistic 

processing. This syntactic-level analysis of various question or text elements was present 

in 78 percent of the configurations. Only five configurations, from three systems 

(Microsoft, University of Sheffield and Southern Methodist University), approached the 

question-answer task using a more detailed semantic analysis and representation scheme.  

 
Focus of System Processing 

The types of processing focus for all TREC-8 and TREC-9 systems are 

categorized in Table 6. For TREC-8, named entity recognition was the focus of 

processing for almost 35 percent of the total focus types (or 37 percent of the 

configurations), though named entity/information extraction technology was incorporated 

into approximately 59 percent of the configurations. This suggests that while information 

extraction techniques were frequently incorporated into TREC-8 system processing, it 

was often included as only a small part of a larger approach to question answering.  

In keeping with the overwhelming use of shallower approaches to processing, 

specific use of named entity or information extraction techniques was apparent in 65 
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percent of the TREC-9 systems. Of the TREC-9 configurations, 27 (50.9%) focused on 

named entity tagging as the primary processing task for representing questions or 

answers. 

TABLE 6 

TREC QA FREQUENCIES OF LINGUISTIC PROCESSING FOCUS 

 TREC-8 TREC-9 

TYPE OF LINGUISTIC PROCESSING N PERCENT N PERCENT 

Named Entity Tagging 10 34.5 27 50.9 

Logical Form (LF) Matching 2 6.9 5 9.4 

Information Retrieval (IR) 7 24.1 5 9.4 

Pattern Matching 2 6.9 4 7.5 

Type Searching 2 6.9 6 11.3 

Relation/Role Identification 2 6.9 4 7.5 

Coreference 2 6.9 2 3.7 

POS Tagging 2 6.9 -- -- 

TOTAL 29* 100.0 53* 100.0 

*The total number of focus types is greater than the total number of configurations because in some cases 
a configuration had more than one focus of processing. 

 

While the focus of processing differed across systems, several systems chose to 

include WordNet processing. Of the various TREC-8 system configurations, 18.5 percent 

incorporated the use of WordNet, though these uses were not related to answer types. 

Instead WordNet was typically used for query term expansions. On the other hand, many 

of the TREC-9 configurations incorporated WordNet as a knowledge source. Of the 46 

TREC-9 configurations, 14 (30%) used WordNet in answer type processing. Refer to 
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Table 7 for the types and frequencies of WordNet use. In some cases, a single 

configuration used WordNet in more than one capacity. For example, the Korea 

University system (Kim, et al., in press) derived its answer type categories from a subset 

of WordNet concepts, then used the database as a knowledge source for identifying top 

concepts (hypernyms) for words during question and answer processing.  

TABLE 7 

TREC-9 FREQUENCIES BY TYPE OF WORDNET USE 

TYPE OF WORDNET USE N PERCENT 

Hyper 9 52.9 

Hypo 2 11.8 

Type Categories 6 35.3 

TOTAL 17 100.0 

 

Question Processing 

The three features of question processing captured for each system configuration 

are whether a question word maps to one or more answer types, whether a question focus 

is used to disambiguate types, and the number of types that can be associated with a 

single question. Table 8 lists the frequencies for these features and corresponding 

frequencies and percentages for TREC-8 and TREC-9.   

 For question word-answer type mapping, the result for TREC-8 was as expected. 

More often than not, systems only loosely based answer types on question words. Instead, 

each question word could be mapped to multiple answer types. Of the systems where the 

type of mapping could be determined from available data, 86 percent used a one-to-many 
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mapping. Also expected was that most system configurations disambiguated type using a 

question focus. If a one-to-many mapping was allowed, then some other aspect of the 

question (i.e., the focus) was used to determine which type of answer was being 

requested. The few systems that used a one-to-one mapping of question words to answer 

types employed a very general taxonomy that included mappings such as Who → NAME. 

Although in four TREC-8 configurations, a use of question focus could not be 

determined, of the remaining configurations that performed a more detailed question 

analysis, ninety-three percent used the focus to disambiguate questions.   

 Separate from how question words were processed or whether focus was used for 

question disambiguation, the number of question types per question was taken as a 

measure of the flexibility in associating answer types to questions. Single types required 

systems to either determine a definite answer type or group all unknown types into a 

single UNKNOWN answer type category. The “Single+” category applies to systems that 

made exceptions to this requirement, usually for number types. Associating multiple 

answer types with questions allowed systems to search for general or specific matches, 

depending on the level of specificity in a potential answer text. Of the 18 TREC-8 

configurations that used answer types, only 28 percent allowed multiple types to be 

associated with a single question.  

 Similar to the TREC-8 results, most of the TREC-9 systems (60.9%) allowed only 

a single type to be associated with each question. Also similar to TREC-8, majority of the 

TREC-9 systems used one-to-many mapping and query processing facilitated by question 

focus.  
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TABLE 8 

TREC QA QUESTION PROCESSING FREQUENCIES 

 TREC-8 TREC-9 

FEATURE N PERCENT N PERCENT 

Question Word-Answer Type Mapping     

One-to-One Mapping 2 7.4 3 6.5 

One-to-Many Mapping 12 44.4 33 71.7 

Unknown or Not Applicable 13 48.1 10 21.7 

TOTAL 27 100.0 46 100.0 

Use of Question Focus for Disambiguation     

Yes 13 48.1 34 73.9 

No 1 3.7 2 4.3 

Unknown or Not Applicable 13 48.1 10 21.7 

TOTAL 27 100.0 46 100.0 

Number of Answer Types Per Question     

Single 11 40.7 28 60.9 

Single+ 2 7.4 -- -- 

Multiple 5 18.5 12 26.1 

Not Applicable 9 33.3 6 13.0 

TOTAL 27 100.0 46 100.0 

 

Taxonomy Descriptions 

The taxonomy descriptions for the TREC QA systems categorize answer 

taxonomies by the level of detail in the taxonomy and the taxonomy structure. The data 

used to derive these classifications are whether subtypes are used, the number of types in 

the taxonomy and the type labels used. The use of subtypes is indicative of a hierarchical 
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structure, while the number of types is a general measure of how fine-grained a taxonomy 

is. It is combined with the examples of type labels to determine whether taxonomy detail 

is labeled coarse, fine or mixed. For a complete listing of this data for TREC-8, refer to 

Table C-1, Appendix C. For more detail on types and labels for TREC-9, refer to Table 

C-2. Tables 9 and 10 list the frequencies for taxonomy structure and detail, respectively. 

TABLE 9 

TREC QA FREQUENCIES OF TAXONOMY STRUCTURE 

 TREC-8 TREC-9 

TAXONOMY STRUCTURE N PERCENT N PERCENT 

List 13 48.1 19 41.3 

Hierarchy 5 18.5 14 30.4 

Other -- -- 1 2.2 

Unknown or None 9 33.3 12 26.1 

TOTAL 27 100.0 46 100.0 

 
TABLE 10 

TREC QA FREQUENCIES OF TAXONOMY DETAIL 

 TREC-8 TREC-9 

TAXONOMY DETAIL N PERCENT N PERCENT 

Coarse 9 33.3 14 30.4 

Fine 8 29.6 20 43.5 

Mixed -- -- 4 8.7 

Unknown or Not Applicable 10 37.0 8 17.4 

TOTAL 27 100.0 46 100.0 
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As is apparent from the tables, more TREC-8 system configurations used list 

taxonomies than hierarchy structures. The distribution of taxonomy detail was almost 

evenly split between fine and coarse. 

 Overall, distribution of the taxonomy structures for TREC-9 systems was similar 

to the TREC-8 systems. More systems used list structures, though the gap between the 

two declined from TREC-8. Of the TREC-9 systems, 41.3 percent used lists and 30.4 

percent hierarchies, compared to the 48.1 percent and 18.5 percent from TREC-8. The 

one system that did not employ a list or hierarchy structure distributed answer types over 

a number of properties of various representation elements. Of the remaining 12 TREC-9 

configurations classified as Unknown or None, 5 did not use a taxonomy and 7 did not 

provide sufficient data to determine which taxonomy classification was used. 

 Similar to the structure dichotomy, taxonomy detail was generally either coarse or 

fine in the TREC-9 systems. The exception was for a few systems that had a mixed 

taxonomy. A mixed taxonomy included coarse distinctions for some types and finer 

distinctions for others. Roughly 30 percent of the configurations used relatively coarse 

taxonomies, while another 52 percent made some fine-grained distinctions. This was a 

change from the TREC-8 taxonomy detail, which was again roughly evenly split between 

fine- and coarse-grained.  

Answer Processing 

The features relevant to answer processing include the taxonomy function, the 

relative importance of answer type in scoring, the size of the candidate pool and the 

candidate unit involved in selection and scoring.  Table 11 shows the distribution of 
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taxonomy function for TREC-8 and TREC-9. While some TREC-8 systems applied 

taxonomies for more than one purpose, 11 of the 18 type-based system configurations (61 

percent) used answer types in candidate scoring schemes. Three of the 18 used a 

combination of candidate filtering and answer scoring.  

 For TREC-9, answer types were applied more often in the scoring process than 

for TREC-8. A greater percentage of the configurations used types in candidate filtering 

as well. The results in Table 11 show that over half of the system configurations 

incorporated answer types into the scoring scheme. Candidate filtering, or eliminating 

unlikely answers based on type, accounted for 28.6 percent of taxonomy use in the 

TREC-9 configurations. 

TABLE 11 

TREC QA FREQUENCIES OF TAXONOMY FUNCTION 

 TREC-8 TREC-9 

TAXONOMY FUNCTION N PERCENT N PERCENT 

Answer Scoring 11 33.3 33 52.4 

Candidate Filtering 6 18.2 18 28.6 

Answer Refinement 4 12.1 -- -- 

Answer Filtering 3 9.1 7 11.1 

Not Applicable 9 27.3 5 7.9 

TOTAL 33 100.0 63 100.0 

 

Of the 11 TREC-8 configurations that incorporated answer types into scoring, the 

level of importance placed on type in the scoring scheme could be determined for nine of 
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the systems. Two placed equal importance, three placed more importance, and four 

placed more importance on the presence of the correct type in a candidate.  

 For the 33 TREC-9 systems that used answer scoring, the relative importance of 

the presence of the correct answer type in the scoring scheme was also determined. As is 

apparent in Table 12, the distribution is roughly equal across the three importance 

measures, although the relative importance of type in scoring is unknown for more than 

20 percent of the configurations. This is very similar to the TREC-8 results.   

TABLE 12 

TREC-9 FREQUENCIES OF TYPE IMPORTANCE 

RELATIVE IMPORTANCE N PERCENT 

Less 9 27.3 

Equal 9 27.3 

More 8 24.2 

Unknown 7 21.2 

TOTAL 33 100.0 

 

Just as the TREC-8 and TREC-9 systems applied different levels of importance to 

answer types in candidate scoring, the candidates themselves differed in size and were 

one of five types: textual entity, abstract entity, sentence, short passage, and answer-

length passage. Table 13 lists the TREC-8 and TREC-9 distributions of candidate types. 

For TREC-8, the sentence was used more often than any other candidate unit. This makes 

sense in that the sentence is often taken as the preferred processing unit in a variety of 

linguistic processing applications. Answer-length passages were typically used by 
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systems that did not utilize answer types (Seoul National University, MultiText and the 

University of Massachusetts systems, for example). Relevant passages of the correct 

length for submission were selected and ranked based on traditional keyword measures. 

For TREC-9, the most common candidate units were also the sentence and short passage, 

accounting for slightly more than 65 percent of all systems.  

TABLE 13 

TREC QA FREQUENCIES OF CANDIDATE UNITS 

 TREC-8 TREC-9 

CANDIDATE UNIT N PERCENT N PERCENT 

Textual Entity 4 14.8 7 15.2 

Abstract Entity 3 11.1 1 2.2 

Sentence 12 44.4 16 34.8 

Short Passage 5 18.5 14 30.4 

Answer-Length Passage 3 11.1 8 17.4 

TOTAL 27 100.0 46 100.0 

 

While the candidate unit was measured in terms of the type of unit scored, the 

candidate pool was classified in terms of relative size. The candidate pool refers to the 

pool of texts from which the answer candidates are drawn. This pool size is measured in 

relative terms of small-, mid- and large-sized pools, as well as variable-sized pools. Table 

14 describes the frequencies of candidate pool size for the TREC-8 and TREC-9 systems.  
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TABLE 14 

TREC QA FREQUENCIES OF CANDIDATE POOL SIZE 

 TREC-8 TREC-9 

CANDIDATE POOL SIZE N PERCENT N PERCENT 

Small 10 37.0 17 37.0 

Mid 3 11.1 12 26.1 

Large 8 29.6 7 15.2 

Variable 3 11.1 3 17.4 

Unknown 3 11.1 2 4.3 

TOTAL 27 100.0 46 100.0 

 

The small-sized pools included 30 or fewer texts, while the mid-sized pools 

ranged between 50-100 texts. A majority of the TREC-8 systems fell into one of these 

two categories. Limiting the number of texts retrieved is an obvious benefit in that less 

processing is required to analyze a smaller pool. However, the potential drawback to this 

strategy is eliminating a relevant text from the candidate pool. Including more texts, 

therefore, may increase the chance of having a correct answer somewhere in the pool. Of 

the eight TREC-8 configurations that drew candidates from large-sized pools, three were 

from systems that relied on information retrieval rather than answer types or other 

question-answering routines. This is unsurprising because the candidates are drawn from 

all documents, rather than a subset of retrieved texts. The variable-sized pools depended 

on the number of relevant texts retrieved. 
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 Similar to the TREC-8 data, approximately 60 percent of the TREC-9 system 

configurations selected candidate answers from a small- or mid-sized candidate pool, or 

from no more than 100 documents or texts. Another 17.4 percent of the configurations 

had an unspecified variable pool size. 

 
TREC QA Performance Comparisons 

The TREC-8 and TREC-9 performance scores are compared separately in the 

following comparison of mean scores for each feature category examined. For a complete 

list of the results of the one-way analysis of variance (ANOVA) and correlation tests for 

both TREC-8 and TREC-9, Refer to Appendix F. 

 
TREC-8 Performance Comparison 

The performance comparison for the TREC-8 systems is based on simplified 

versions of the categories described in the above TREC-8 system description. These 

categories are explained in Table 3, page 51. For a complete rundown of how each 

system was classified using these simplified categories, refer to Appendix D.   

 The following analysis compares the various categories against both the short (50-

byte) and long (250-byte) submission categories. The means reflect the averages of the 

performance results for each system characterized by a particular feature. For example, 

all system configurations that incorporated answer types into answer scoring are grouped 

as “AS” and the average of all the systems labeled “AS” is reported. To determine if 

there was a significant relationship between the category and system performance, a 

statistical test known as the Pearson Product Moment Correlation was used. To determine 
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if the systems ranked significantly higher by category, a one-way analysis of variance 

(ANOVA) was performed.  

 
Search Engine Integration.  A majority of the systems participating in either category of 

the TREC-8 competition used the search engine results supplied by TREC, rather than 

incorporating their own search engine into the process. Table 15 lists the means and 

frequencies for the systems that used their own search engine and for those that did not. 

The mean score (.316) was higher for those systems relying on TREC-supplied results in 

the 50-byte task. However, in the 250-byte task the mean score was lower (.292) for 

systems that used the TREC-supplied data. In both tasks, an analysis of variance found no 

significant difference in performance.  

TABLE 15 

TREC-8 MEANS FOR IR INTEGRATION 

 MEAN RANKED PERFORMANCE 

IR INTEGRATION 50-BYTE 250-BYTE 

IR Mean 0.22262 0.36365 
 N 13 17 
No Mean 0.31583 0.29183 
 N 6 6 
TOTAL Mean 0.25205 0.34491 
 N 19 23 

 

Use of Information Extraction Technology.  Table 16 lists the mean scores for 

performance for systems that did or did not include information extraction (IE) 

technology. The average ranked performance on the 50-byte task (0 = .2983) was 
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significantly higher for those who incorporated IE technology than for those who used 

other approaches (0 = .1226) (F = 5.24, p = .035). However, for the 250-byte task, the 

presence or absence of IE technology did not have a significant impact (F = .922, p = 

.348).   

TABLE 16 

TREC-8 MEANS FOR IE TECHNOLOGY 

 MEAN RANKED PERFORMANCE 

IE TECHNOLOGY 50-BYTE 250-BYTE 

No Mean 0.1226 0.30411 
 N 5 9 
Yes Mean 0.29829 0.37114 
 N 14 14 
TOTAL Mean 0.25205 0.34491 
 N 19 23 

 

Focus of Processing. The mean scores for focus of processing, as shown in Table 17, are 

.368 for the 50-byte task and .439 for the 250-byte task, as compared to .184 and .295 for 

other types of processing in the respective tasks. Using an analysis of variance test, the 

average ranked performance for systems that focused on named entity tagging in 

processing, for both the 50-byte and 250-byte task, was found to be significantly higher 

than for other types of processing focus (50-byte, F = 7.643, p=.013; 250-byte, F = 4.752, 

p = .041).  
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TABLE 17 

TREC-8 MEANS FOR PROCESSING FOCUS 

 MEAN RANKED PERFORMANCE 

PROCESSING FOCUS 50-BYTE 250-BYTE 

NE Tag Mean 0.36829 0.43875 
 N 7 8 
Other Mean .18425 .29487 
 N 12 15 
TOTAL Mean 0.25205 0.34491 
  N 19 23 

 

Use of WordNet.  The mean scores for the use of WordNet in system processing were 

.385 for the 50-byte and .453 for the 250-byte task. This compares to .227 and .322 for 

the absence of WordNet use in processing. Refer to Table 18 for the means and 

frequencies of both categories. No significant difference in the mean scores on either task 

was found.  

TABLE 18 

TREC-8 MEANS FOR WORDNET USE 

 MEAN RANKED PERFORMANCE 

WORDNET USE 50-BYTE 250-BYTE 

No Mean 0.22719 0.32216 
 N 16 19 
WordNet Mean 0.38467 0.453 
 N 3 4 
TOTAL Mean 0.25205 0.34491 
 N 19 23 
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Question Word-Answer Type Mapping. The mean scores in the 50-byte task for one-

to-many mapping were slightly higher than for one-to-one mapping, .337 as compared to 

.317. As shown in Table 19, the mean scores for the 250-byte task were also only slightly 

different. No significant difference in scores was found for either task.  

TABLE 19 

TREC-8 MEANS FOR QA MAPPING 

 MEAN RANKED PERFORMANCE 

QA MAPPING 50-BYTE 250-BYTE 

One-Many Mean 0.337 0.4269 
 N 11 10 
One-One Mean 0.317 0.367 
 N 1 2 
TOTAL Mean 0.33533 0.41692 

 N 12 12 
 

Types Per Question. As with the question word-answer type mapping, an analysis of 

variance test found no significant difference in the use of single or multiple types per 

questions. The means and frequencies are listed in Table 20.  

TABLE 20 

TREC-8 MEANS FOR TYPES PER QUESTION 

 MEAN RANKED PERFORMANCE 

TYPES PER QUESTION 50-BYTE 250-BYTE 

Multiple Mean 0.28275 0.3952 
 N 4 5 
Single Mean 0.3045 0.3501 
 N 10 10 
TOTAL Mean 0.29829 0.36513 

 N 14 15 
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Taxonomy Structure.  As shown in Table 21, the average ranked performance for 

systems that used a hierarchy structure were higher than the means for either list 

structures or no taxonomy. For the 50-byte category, a Pearson product moment 

correlation found a strong relationship between taxonomy structure and performance (r = 

.535, p = .018). Despite this strong relationship, an analysis of variance test found no 

significant difference in the scores. Likewise, no significant differences were found in the 

250-byte category.  

TABLE 21 

TREC-8 MEANS FOR TAXONOMY STRUCTURE 

 MEAN RANKED PERFORMANCE 

TAXONOMY STRUCTURE 50-BYTE 250-BYTE 

Hierarchy Mean 0.36825 0.39625 
 N 4 4 
List Mean 0.2703 0.35382 
 N 10 11 
None Mean 0.1226 0.307 
 N 5 8 
TOTAL Mean 0.25205 0.34491 
 N 19 23 
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Taxonomy Detail.  The mean score for systems applying more than a coarse-grained 

taxonomy in the 50-byte category was .373. For the 250-byte category, the mean was 

.406. These scores were higher than for the coarse-grained taxonomies used on the same 

task. Refer to Table 22 for the mean scores. No significant difference was found for 

either category.  

TABLE 22 

TREC-8 MEANS FOR TAXONOMY DETAIL 

 MEAN RANKED PERFORMANCE 

TAXONOMY DETAIL 50-BYTE 250-BYTE 

Coarse Mean 0.22314 0.32938 
 N 7 8 
Other Mean 0.37343 0.406 
 N 7 7 
TOTAL Mean 0.29829 0.36513 
 N 14 15 

 

Combined Taxonomy Features. Because coarse taxonomies are more likely to have a 

list structure and fine taxonomies tend to be hierarchical, a combination of these features 

was compared. The average ranked performance scores are listed in Table 23. The mean 

score for combining a hierarchical structure with a more fine-grained taxonomy was 

higher (0 = .397) for the 50-byte category. On the other hand, the more detailed list 

structure had a higher average score (0 = .423) for the 250-byte category. Despite the large 

difference in scores, no statistical significance was found.  
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TABLE 23 

TREC-8 MEANS FOR TAXONOMY COMBINATIONS 

 MEAN RANKED PERFORMANCE 

TAXONOMY COMBINATIONS 50-BYTE 250-BYTE 

List/Coarse Mean .21350 .31443 
 N 6 7 
List/Other Mean .35550 .42275 
 N 4 4 
Hierarchy/Other Mean .39733 .38367 
 N 3 3 
No Taxonomy Mean .12260 .30700 
 N 5 8 
TOTAL Mean .25044 .34086 
 N 18 22 

 

Answer Scoring.  Whether or not a system used answer types in the scoring scheme, the 

mean scores were roughly the same for the 250-byte task. The mean score for the 50-byte 

task was higher for the 50-byte category, as shown in Table 24. However, despite the 

higher score, the analysis of variance test found no significant difference.  

TABLE 24 

TREC-8 MEANS FOR ANSWER SCORING 

 MEAN RANKED PERFORMANCE 

ANSWER SCORING 50-BYTE 250-BYTE 

AS Mean 0.33438 0.36875 
 N 8 8 
No Mean 0.25017 0.361 
 N 6 7 
TOTAL Mean 0.29829 0.36513 

 N 14 15 
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Candidate Filtering. The mean scores for systems that used answer types in candidate 

filtering were .319 and .449 for the 50-byte and 250-byte tasks, respectively. Table 25 

shows that these means are consistently higher than the means for systems that did not 

use types in filtering. However, no significant differences were found.  

TABLE 25 

TREC-8 MEANS FOR CANDIDATE FILTERING 

 MEAN RANKED PERFORMANCE 

CANDIDATE FILTERING 50-BYTE 250-BYTE 

CF Mean 0.3186 0.44933 
 N 5 6 
Other Mean 0.287 0.309 
 N 9 9 
TOTAL Mean 0.29829 0.36513 
 N 14 15 

 

Multiple Taxonomy Functions.  Compared to the scores for the combination of type use 

in answer scoring and candidate filtering, the scores for the use of candidate filtering 

alone were higher in both the 50-byte and 250-byte task. Table 26 lists the various 

combinations of taxonomy functions and corresponding scores for the 50- and 250-byte 

tasks. No significant differences were found.  
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TABLE 26 

TREC-8 MEANS FOR MULTIPLE TAXONOMY FUNCTIONS 

 MEAN RANKED PERFORMANCE 

COMBINED FUNCTIONS 50-BYTE 250-BYTE 

AS/CF Mean .28050 .41450 
 N 2 2 
AS/Other Mean .35233 .35350 
 N 6 6 
No/CF Mean .34400 .46675 
 N 3 4 
No/Other Mean .15633 .22000 
 N 3 3 
TOTAL Mean .29829 .36513 
 N 14 15 

 

Candidate Unit.  Although the means were slightly lower for using candidate units other 

than entities during scoring, neither using an entity or some other candidate unit was 

found to result in statistically higher performance for the TREC-8 competition. Table 27 

lists the means for both categories across the 50-byte and 250-byte tasks. 

TABLE 27 

TREC-8 MEANS FOR CANDIDATE UNIT 

 MEAN RANKED PERFORMANCE 

CANDIDATE UNIT 50-BYTE 250-BYTE 

Entity Mean 0.27757 0.37071 
 N 7 7 
Non-Ent Mean 0.23717 0.33363 
 N 12 16 
TOTAL Mean 0.25205 0.34491 
 N 19 23 
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Candidate Pool.  Table 28 shows the means by relative size of the candidate pool. The 

mean score for variable-sized candidate pools is higher (0 = .555) than for any other 

candidate pool category in the 50-byte task. For the 250-byte task, mid-sized candidate 

pools had the highest mean score (0 = .463). However, performance by candidate pool was 

not statistically significant.  

TABLE 28 

TREC-8 MEANS FOR CANDIDATE POOL 

 MEAN RANKED PERFORMANCE 

CANDIDATE POOL 50-BYTE 250-BYTE 

Large Mean 0.21833 0.3034 
 N 6 5 
Mid Mean 0.292 0.463 
 N 3 4 
Small Mean 0.21638 0.324 
 N 8 9 
Variable Mean 0.555 0.358 
 N 1 3 
TOTAL Mean 0.24844 0.35043 
 N 18 21 

 

TREC-9 Performance Comparison 

The performance comparison for the TREC-9 systems is also based on the same 

twelve simplified categories used for TREC-8. Refer to Table 3, page 51 for details. 

Likewise, Appendix E contains the complete classification for each system analyzed. 

 Although 25 participants and 46 system configurations are included in the TREC-

9 analysis, some systems submitted more than one run to a single category, or no run at 
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all.  As a result, performance means are based on 27 runs in the 50-byte category and 40 

runs in the 250-byte category. The same statistical tests applied to the TREC-8 data were 

used for the TREC-9 comparison. 

 
Search Engine Integration.  Only 29.6 percent of the 50-byte runs and 35 percent of the 

250-byte runs relied on the TREC-supplied search engine results. The remaining runs 

were based on an independent engine, with or without question-answering routines. As 

Table 29 shows, the means were consistently higher for those systems that integrated 

their own search engine into question answering. However, an analysis of variance test 

found no significant differences in the means.     

TABLE 29 

TREC-9 MEANS FOR IR INTEGRATION 

 MEAN RANKED PERFORMANCE 

IR INTEGRATION 50-BYTE 250-BYTE 

IR Mean 0.25453 0.37565 
 N 19 26 
No Mean 0.19113 0.31943 
 N 8 14 
TOTAL Mean 0.23574 0.35598 
 N 27 40 

 

Use of Information Extraction Technology.   For both the 50-byte and 250-byte runs, 

the use of IE technology was consistent – 65-67 percent of the systems included some 

form of the technology in processing questions or answers. Table 30 lists the means for 
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each submission category. Unlike the TREC-8 system scores, the scores for the use of IE 

technology in the TREC-9 task were not significantly different. 

TABLE 30 

TREC-9 MEANS FOR IE TECHNOLOGY 

 MEAN RANKED PERFORMANCE 

IE TECHNOLOGY 50-BYTE 250-BYTE 

No Mean 0.19267 0.33807 
 N 9 14 
Yes Mean 0.25728 0.36562 
 N 18 26 
TOTAL Mean 0.23574 0.35598 
 N 27 40 

 

Focus of Processing.  Systems that focused mainly on named entity tagging and 

recognition are roughly equal to those systems that focused on other processing 

techniques in both the 50-byte and 250-byte categories. Those that focused on named 

entity processing had a higher average ranked performance across both submission 

categories (0 = .253 for the 50-byte and 0 = .363 for the 250-byte tasks). Refer to Table 31 

for details. However, the differences in means were not statistically significant.  
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TABLE 31 

TREC-9 MEANS FOR PROCESSING FOCUS 

 MEAN RANKED PERFORMANCE 

PROCESSING FOCUS 50-BYTE 250-BYTE 

NE Tag Mean 0.2534 0.36318 
 N 15 22 
Other Mean 0.21367 0.34717 
 N 12 18 
TOTAL Mean 0.23574 0.35598 
 N 27 40 

 

Use of WordNet.  The mean scores for systems that used WordNet in any capacity are 

listed in Table 32. Based on an analysis of variance test, the difference in means for 

WordNet use in the 50-byte category was found to be statistically significant (0 = .281, F = 

6.021, p = .021). In the 250-byte task, the use of WordNet did result in higher 

performance, but further testing determined that the difference in mean scores was not 

statistically significant.  

TABLE 32 

TREC-9 MEANS FOR WORDNET USE 

 MEAN RANKED PERFORMANCE 

WORDNET 50-BYTE 250-BYTE 

No Mean 0.19940 0.33767 
 N 15 24 
WordNet Mean 0.28117 0.38344 
 N 12 16 
TOTAL Mean 0.23574 0.35598 
 N 27 40 
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Question Word-Answer Type Mapping.  The categorization of systems into one-to-one 

and one-to-many mapping schemes is not very meaningful for the TREC-9 systems as 

most of the system configurations that processed question words used a one-to-many 

mapping. Of the configurations in which a mapping scheme could be determined or was 

applicable, 90 percent of the systems in the 250-byte category and 87 percent of the 50-

byte systems used one-to-many mapping. Table 33 lists the mean scores for each 

category. No significant difference was found.  

TABLE 33 

TREC-9 MEANS FOR QA MAPPING 

 MEAN RANKED PERFORMANCE 

QA MAPPING 50-BYTE 250-BYTE 

One-Many Mean 0.25225 0.37275 
 N 20 28 
One-One Mean 0.15533 0.30333 
 N 3 3 
TOTAL Mean 0.23961 0.36603 
 N 23 31 

 

Types Per Question.  The number of answer types allowed per question also fell 

predominantly into one category – the “Single” category. However, while more systems 

allowed only a single answer type to be associated with each question than those allowing 

multiple answer types, the average scores for both were very similar, as is apparent in 

Table 34. The means for “Single” and “Multiple” in the 50-byte category are .222 and 



 84 

.246, respectively. And in the 250-byte category the difference between “Single” and 

“Multiple” is less than .001. No significant difference was found. 

TABLE 34 

TREC-9 MEANS FOR TYPES PER QUESTION 

 MEAN RANKED PERFORMANCE 

TYPES PER QUESTION 50-BYTE 250-BYTE 

Multiple Mean 0.22217 0.359 
 N 6 9 
Single Mean 0.24635 0.35864 
 N 17 25 
TOTAL Mean 0.24004 0.35874 
 N 23 34 

 

TABLE 35 

TREC-9 MEANS FOR TAXONOMY STRUCTURE 

 MEAN RANKED PERFORMANCE 

TAXONOMY STRUCTURE 50-BYTE 250-BYTE 

Hierarchy Mean 0.28856 0.4351 
 N 9 10 
List Mean 0.21846 0.34761 
 N 13 18 
None Mean 0.216 0.3556 
 N 3 5 
Other Mean 0.196 0.264 
 N 1 1 
TOTAL Mean 0.24158 0.37206 
 N 26 34 

 

Taxonomy Structure.  Fifty percent of the 50-byte runs and 52 percent of the 250-byte 

runs were submitted by systems using a list structure for answer types. The average 



 85 

scores for these systems were lower for both submission categories than for systems 

using hierarchy structures. Table 35 depicts the numbers and means for each category. 

While the difference in means was not significant for the 50-byte category, an analysis of 

variance did find significance for the 250-byte category. Hierarchies performed 

significantly better (0 = .4351) than lists (F = 3.769, p = .035).  

 
Taxonomy Detail.  Twenty-three of the 27 runs in the 50-byte category and 32 of 40 

runs were based on using a coarse-grained or other taxonomy. The remaining runs were 

from systems that did not use a taxonomy or systems for which taxonomy detail could 

not be determined. The average scores, as shown in Table 36, are slightly higher than for 

the coarse-grained systems. However, an analysis of variance found no significant 

differences. 

TABLE 36 

TREC-9 MEANS FOR TAXONOMY DETAIL 

 MEAN RANKED PERFORMANCE 

TAXONOMY DETAIL 50-BYTE 250-BYTE 

Coarse Mean 0.20067 0.33177 
 N 9 13 
Other Mean 0.26536 0.39184 
 N 14 19 
TOTAL Mean 0.24004 0.36744 
 N 23 32 

 

Combined Taxonomy Features.  As with the TREC-8 taxonomies, the TREC-9 

taxonomies were compared by combining structure and detail. As shown in Table 37, the 
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mean score for combining a hierarchical structure with a more fine-grained taxonomy is 

higher (0 = .435) for the 250-byte category. A more fine-grained hierarchy also had a 

higher average score (0 = .289) for the 50-byte category. For the 250-byte category, an 

analysis of variance found significant difference in the scores (F = 3.201, p = .038). A 

Tukey test, or post-hoc analysis to determine which combinations significantly varied, 

found the fine-grained hierarchy performed significantly better than a coarse-grained list.  

TABLE 37 

TREC-9 MEANS FOR TAXONOMY COMBINATIONS 

 MEAN RANKED PERFORMANCE 

TAXONOMY COMBINATIONS 50-BYTE 250-BYTE 

List/Coarse Mean .20067 .33177 
 N 9 13 
List/Other Mean .28500 .39450 
 N 3 4 
Hierarchy/Other Mean .28856 .43510 
 N 9 10 
No Taxonomy Mean .20675 .35733 
 N 4 6 
TOTAL Mean .24340 .37533 
 N 25 33 

 

Answer Scoring.  Most of the answer type-based systems in TREC-9 used answer types 

in the scoring scheme. Depending on the submission category, 70-74 percent of the runs 

were submitted by systems using answer type scoring. On average, these systems 

performed better than systems that did not incorporate answer types in the scoring 
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scheme. However, no significant difference in scores was found. Table 38 lists the scores 

for each category. 

TABLE 38 

TREC-9 MEANS FOR ANSWER SCORING 

 MEAN RANKED PERFORMANCE 

ANSWER SCORING 50-BYTE 250-BYTE 

AS Mean 0.25994 0.37173 
 N 17 26 
No Mean 0.18543 0.31067 
 N 7 9 
TOTAL Mean 0.23821 0.35603 
 N 24 35 

 

TABLE 39 

TREC-9 MEANS FOR CANDIDATE FILTERING 

 MEAN RANKED PERFORMANCE 

CANDIDATE FILTERING 50-BYTE 250-BYTE 

CF Mean 0.24167 0.37776 
 N 15 17 
Other Mean 0.23244 0.3355 
 N 9 18 
TOTAL Mean 0.23821 0.35603 
 N 24 35 

 

Candidate Filtering.  As shown in Table 39, the division between systems that did and 

did not use candidate filtering was less pronounced than the answer scoring category. In 

fact, in the 250-byte category, the categories were almost evenly divided with 17 runs 
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based on candidate filtering and 18 relying on other uses for answer type. Again, the 

average performance for systems using candidate filtering were slightly higher with .241 

and .378 for the 50-byte and 250-byte categories, as compared to .232 and .336 for 

systems that did not use types in filtering. No significant differences were found. 

 
Multiple Taxonomy Functions.  In addition to calculating the means for individual 

function categories, the means for systems that combined taxonomy functions were also 

considered. Table 40 lists the results. The scores for the 250-byte submission were 

noticeably higher for those systems using answer types for both filtering and scoring than 

for those using types in other functions. Despite this difference, no statistical significance 

was found. However, a statistically significant correlation was found for both the 250-

byte category (r = .428, p = .01) and the 50-byte category (r = .448, p = .028).  

TABLE 40 

TREC-9 MEANS FOR MULTIPLE TAXONOMY FUNCTIONS 

 MEAN RANKED PERFORMANCE 

COMBINED FUNCTIONS 50-BYTE 250-BYTE 

AS/CF Mean .29088 .40650 
 N 8 10 
AS/Other Mean .23244 .35000 
 N 9 16 
No/CF Mean .18543 .33671 
 N 7 7 
No/Other Mean -- .21950 
 N -- 2 
TOTAL Mean .23821 .35603 
 N 24 35 
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Candidate Unit.  The average scores for systems using an entity as a candidate unit were 

also higher than for systems using a larger candidate unit. Refer to Table 41 for mean 

scores. Only 17.5 percent of the 250-byte submissions and 22.2 percent of the 50-byte 

submissions were the result of systems using entities as answer candidates. However, the 

average scores were higher in both submission categories than for systems scoring non-

entity candidates. The differences in scores were found to be statistically significant 

across both submission categories (50-byte, F = 8.289, p = .008; 250-byte, F = 8.891, p = 

.005). 

TABLE 41 

TREC-9 MEANS FOR CANDIDATE UNIT 

 MEAN RANKED PERFORMANCE 

CANDIDATE UNIT 50-BYTE 250-BYTE 

Entity Mean 0.32183 0.44386 
 N 6 7 
Non-Ent Mean 0.21114 0.33733 
 N 21 33 
TOTAL Mean 0.23574 0.35598 
 N 27 40 

 

Candidate Pool.  Accounting for approximately 70 percent of all configurations, most of 

the systems used small or mid-sized text pools for answer selection. However, the 

average scores for these systems, listed in Table 42, are lower than for larger candidate 

pools across both submission categories. Systems pulling candidates from large candidate 

pools, in turn, performed slightly poorer on average (0 = .260 and 0 = .375) than systems 
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with variable-sized candidate pools (0 = .268 and 0 = .399). An analysis of variance found 

no significant difference. 

TABLE 42 

TREC-9 MEANS FOR CANDIDATE POOL 

 MEAN RANKED PERFORMANCE 

CANDIDATE POOL 50-BYTE 250-BYTE 

Large Mean 0.26 0.37517 
 N 3 6 
Mid Mean 0.21313 0.3135 
 N 8 12 
Small Mean 0.22627 0.36463 
 N 11 16 
Variable Mean 0.26825 0.39867 
 N 4 6 
TOTAL Mean 0.23258 0.35598 
 N 26 40 

 

TREC QA Question Review 

In addition to comparing and analyzing performance, a review of the actual 

questions used in both competitions was performed to identify relevant considerations in 

taxonomy design. The TREC QA task was restricted to short-answer, fact-based 

questions. In many instances, these questions provide the main source of training material 

for QA systems. Here they are used to illustrate the types of question structures and 

expected answers found in the QA task. 
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TREC-8 Questions 

As discussed previously, the TREC-8 questions largely asked for named entity answers. 

As part of their error analysis for the AT&T system, Singhal, et al. (2000) found that 67 

percent of the TREC-8 questions asked for a person, location, date or quantity answer 

type. Only a few questions asked for non-entities. Non-entity answers might require a 

definition (What is Head Start?), explanation (Why did David Koresh ask the FBI for a 

word processor?), or description (How did Socrates die?). For a complete list of the 200 

TREC-8 questions, refer to Appendix G. Table 43 shows a coarse breakdown of TREC-8 

questions. The 35 OTHER questions asked for product names, nationality, reason, 

manner, purpose, age, weather, event, quote and other answer types. 

TABLE 43 

TREC-8 QUESTIONS BY ANSWER TYPE 

ANSWER  
TYPE 

NUMBER OF 
QUESTIONS 

PERSON 56 
LOCATION 40 
MEASURE 32 
DATE/TIME 24 
MONEY 7 
ORGANIZATION 6 
OTHER 35 
TOTAL 200 

 

TREC-9 Questions 

Harabagiu, et al. (in press) classified the TREC-9 questions by question class and 

answer type to show that the TREC-9 questions had a wider variety and greater 
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complexity than the TREC-8 test set. This complexity reflects the needs of real-world 

users of question-answering systems. The questions themselves came from actual user 

questions in Encarta and Excite files. The question classes outlined by Harabagiu, et al. 

included concept completion, definition, quantitative, superlative, exemplification, and 

enablement/explanation. Although these questions may have been potentially difficult to 

answer, these classes of questions generally required simple answer types such as a 

person, or product name.  

 Sample questions from the TREC-9 set are located in Appendix H. Similar to the 

TREC-8 set, the wide range of answer types can be associated with the questions. This 

suggests that more detailed distinctions are required for accurate question answering, at 

least in this data set. 

 
Short-Answer, Non-Entity Questions.  In addition to including more detailed 

distinctions for entities to cover questions such as Name a Gaelic language or Italy is the 

largest producer of what? the TREC-9 set also included more non-entity answers. These 

non-entities were still factual, short answers such as a definition or purpose. Non-entity 

answers do not affect the answer type hierarchy itself, only the processing associated with 

searching for non-entity answers. For example, a short-answer definition question such as 

Who is Steve Jobs? might require searching the text for appositional phrases, as opposed 

to searching for a named entity tag. 
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CONCLUSIONS 

As expected, the results of the comparison study suggest that answer taxonomies 

can have an effect on system performance. But contrary to the original hypothesis, there 

was a stronger relationship between hierarchical structure and improved performance 

than list structures and performance. Moreover, there was no conclusive evidence that 

suggested a set of coarse answer types was preferable to fine-grained distinctions. The 

following discussion addresses these findings along with others to draw conclusions 

about the role of answer taxonomies in question-answering systems.  

 
Answer Types vs. Information Retrieval 

The scores of the TREC-8 and TREC-9 runs have shown that for the longer 

answer task (the 250-byte category), traditional information retrieval systems perform 

rather well. For example, the PIRCS system (Kwok, et al., in press) from Queens College 

used simple heuristics to enhance a traditional IR approach to question answering. The 

system attempted no natural language understanding and treated the QA task as a matter 

of search for the best sentence, rather than document, that is most likely to answer the 

question. On the TREC-9 data set, PIRCS had the second highest ranked performance 

score in the 250-byte category. 

 While no statistical significance was found between the differences in mean 

scores for a majority of the features examined in the present work, a qualitative analysis 

confirms that the mean scores for systems that did not include linguistic processing were 

generally less than for those systems that did. However the difference in means was less 
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noticeable in the 250-byte category. This suggests that if performance is not much higher 

for systems based on linguistic processing, then traditional information retrieval 

techniques may be sufficient to identify the correct answers without applying answer 

types to questions or text.  

 Still, to be able to target a specific, short answer, some level of linguistic 

processing appears to be required.  For example, the TREC-8 AT&T system (Singhal, et 

al., 2000) submitted two sets of runs, one using answer types and the other relying on 

traditional passage retrieval. Once again, the difference in scores suggests that for the 

longer task, traditional passage retrieval is sufficient. But on the shorter task, the type-

based approach outperformed the IR approach. This led the researchers and others 

(Voorhees, 2000) to conclude some form of linguistic processing is required to improve 

performance results. This conclusion is further supported by the TREC-9 results, in 

which the top five performing systems in the 50-byte category went beyond traditional IR 

approaches to include linguistic processing.  

 
Linguistic Processing and Performance 

The preferred forms of linguistic processing for many of the TREC participants 

were information extraction techniques, specifically, named entity tagging and 

recognition. The findings of the TREC-8 performance comparison showed that for 

targeting answers, those systems that used information extraction (IE) techniques were 

significantly more likely to outperform those systems that did not. This is encouraging in 

that systems that use IE technology can be successful, while avoiding the expense of 
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deeper NLP techniques. Also significant was the difference in focus of processing. Those 

TREC-8 systems that relied heavily on named entity tagging for matching question and 

potential answer representations were more likely to outperform those systems that relied 

on other types of processing. This suggests that named entity technology can play an 

important role in improving performance. Yet this significance did not hold for the 

TREC-9 systems. This may be explained by the differences in question sets. 

Approximately 80% of the TREC-8 questions directly asked for a named entity, while the 

TREC-9 questions included a wider variety of types. 

 
Answer Taxonomies and Performance 

The role of named entity recognition is important to answer taxonomies in that 

named entities are tagged in texts and then matched to corresponding tags for questions. 

These question tags are answer types, and the set of tags is typically arranged in an 

answer taxonomy. The presence of an answer taxonomy appears to have some effect on 

system performance. Although a significant correlation was found between taxonomies 

and performance for the 50-byte TREC-8 and 250-byte TREC-9 systems, the exact nature 

of the relationship is statistically unclear. However, based on a qualitative analysis of 

system performance, the highest scoring systems were more likely to include a taxonomy 

across submission categories in both TREC competitions. This suggests that an approach 

that incorporates answer types may have a performance advantage.    
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Taxonomy Structure and Detail 

While the TREC-8 results found no evidence directly supporting one taxonomy 

structure over another, the systems that used a hierarchical taxonomy appear to have a 

definite advantage over those systems that used a list structure in the TREC-9 

competition. This difference in findings from TREC-8 to TREC-9 may be a sign of the 

differences in the two tasks, or may reflect the small number of systems available for 

comparison in the TREC-8 task. Regardless, the TREC-9 results suggest that an answer 

type hierarchy may enable systems to more precisely match questions to answers. This 

conclusion is contrary to the original hypothesis that answer type taxonomies do not 

necessarily benefit from more complexity.  

 Yet, there was no conclusive evidence to support one level of specificity over 

another. While for the TREC-8 short task there was a weak relationship between having 

more than coarse detail in a taxonomy and improved performance, this relationship was 

not significant. Similarly, for the long task in TREC-9, the same relationship existed, but 

without statistical significance. However, when combined with a hierarchical structure, a 

more fine-grained approach to taxonomy detail was significantly more likely to perform 

better. This suggests that the added complexity of a detailed hierarchical structure is 

worthwhile for QA systems.  

 
Taxonomy Function 

The relationship between how a taxonomy is used in a system and the system’s 

performance was also unclear from the findings enumerated in the results section. The 
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TREC-8 results found little connection between the use of answer types in scoring and 

improved performance or between type use in candidate filtering and performance, 

although the scores were higher for systems using types for either candidate filtering or 

answer scoring. This suggests that these uses of taxonomies tend to be more productive 

than other uses, such as answer refinement. TREC-9 found similar results. However, the 

TREC-9 results also showed a strong relationship between combining candidate filtering 

with answer scoring and improved performance. This suggests that perhaps the 

interaction of system elements has a greater effect on performance than any single 

element.  

 
System Element Interaction 

Regardless of its structure, detail or function, an answer taxonomy does not 

operate in a vacuum. The various combinations of system elements produced a range of 

scores, and different element configurations can help or hurt performance. For example, 

the findings from the TREC-9 data revealed a statistically significant relationship 

between the size of the candidate answer and performance. Those systems that scored 

entities as candidate answers were more likely to perform better than those who scored 

large candidates such as short passages.  

 Another interesting finding involved the use of WordNet. While a majority of the 

TREC-8 systems did not incorporate WordNet, a number of the TREC-9 systems did. 

The TREC-9 uses of WordNet also related to answer types in that systems used the 

lexical database to resolve types or supply type categories. For the short category, this 
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addition to the system made a significant difference in scores. Those systems 

incorporating WordNet were more likely to outperform those systems that did not. And 

though there was no statistical relationship, a qualitative analysis of the types of WordNet 

use revealed that the highest performing systems in the short category for TREC-9 used 

WordNet for a purpose related to answer typing. 

 Despite the benefit of elements such as WordNet to systems, the obvious 

conclusion to this comparison study was that there is no magic formula for answer 

taxonomies and question answering. And the lack of a single consistent pattern relating 

specific combinations with improved performance implies that a number of approaches 

can be successfully applied to the question-answering task. It also suggests that the 

quality and interaction of system elements produces the final results of a particular QA 

system. A system’s ability to associate a question with an answer type does not 

necessarily equate to its ability to find that type in text. This idea was supported by the 

findings of IBM researchers, who discovered that for their system “a peculiar feature of 

the architecture is that improvements in answer type prediction do not correlate directly 

with improvements in the overall score” (Ittycheriah, et al., 2000, p. 61). Instead, the 

tagging of the text itself must also be improved to match questions to answers.  

 
Individual System Performance 

 Because of the inconsistent variations in system features, comparing the 

individual features of highest and lowest scoring systems was, in many instances, 

uninteresting. There was simply a lack of strong correlation for many of those features. 
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Subsequently, direct explanations for high or low performance was not always apparent 

in the present data set. However, there were a few exceptions.  

 
Information Extraction Technology 

Given the strong relationship between the improved performance and the use of 

IE technology in the TREC-8 systems, it was unsurprising that many of the lowest 

scoring systems did not use IE techniques or did not make named entity tagging a focus 

of processing. Nor it was surprising that the highest scoring system for the 50-byte 

category, Cymfony (Srihari, et al., 2000), relied heavily on its named entity (NE) tagger, 

Textract 1.0. Textract goes beyond the MUC specification to apply a wide range of types 

and subtypes to entities. For example, PERSON may be subtyped as MILITARY or 

RELIGIOUS. However, NE technology only extracts the entities in a document, not the 

surrounding information. Therefore, additional heuristics are required to identify which 

entity is the correct answer for a particular question. This approach was successful, the 

researchers noted, because the majority of the TREC-8 question set asked for named 

entities.  

 
Performance Advantage through Answer Taxonomies 

Just as the use of IE techniques appeared to benefit the Cymfony system on the 

50-byte task, the lack of answer types seemed to hurt performance on the same task. 

Neither of the two systems with the lowest scores on the 50-byte task used an answer 

taxonomy structure to associate types with questions. The National Taiwan University 

system (Lin & Chen, 2000) relied on traditional IR strategies, while the University of 
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Iowa system (Eichmann & Srinivasan, 2000) used a part-of-speech tagging approach and 

an adaptive filtering system. While the Iowa system provided no error analysis in its 

system report, the researchers at NTU suggested that one improvement included, among 

several other options, analyzing the questions for answer types.  

 The disadvantage to not having an answer taxonomy also appeared to carry over 

to the TREC-9 competition. One of the lower scoring systems on both the 50-byte and 

250-byte TREC-9 task was the Seoul National University system (Kim, et al., in press). 

The SNU system identified relevant passages in the top 50 retrieved documents based on 

weights associated with the presence of query terms. The top 5 passages were sent to an 

answer extraction module. Rather than basing the module on answer types, SNU relied 

on the concept of “answer zones” and used term co-occurrence as a measure of salience. 

 However, even those systems that relied on type taxonomies were not guaranteed 

to have high performance scores. The University of Pisa system (Attardi & Burrini, in 

press) was another lower scoring system in the TREC-9 task. But unlike the SNU system, 

the Pisa system did apply answer types to question processing and answer selection. It 

used a combination of named entity tagging and concept indexing to select relevant texts. 

Question representation involved a series of semantic slots filled information such as the 

main verb, answer type, question focus, and other key terms from the question. And 

while this approach applied many of the techniques used in other systems, scores were 

consistently low. There was insufficient data available to determine a reason for this 

performance.   
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Justifying Answers 

In TREC-8, it was the Cymfony approach that outperformed all others. In TREC-

9,  the FALCON system (Harabagiu, et al., in press) from Southern Methodist University 

earned the top position. Researchers pointed to the answer justification module as a 

source of improved precision (Harabagiu, Paşca & Maiorano, 2000). This element 

generated a semantic representation of questions and answers. These representations were 

then translated into logical form and sent to a theorem prover in an attempt to justify the 

potential answers. Unproven answers were discarded.  

Their conclusions were consistent with the findings of this report in that while the 

FALCON system shared many characteristics with both high- and low-performing 

systems, it was the only system to combine named entity tagging and logical form 

matching as two distinct, yet apparently crucial, elements of processing. 

 
TREC QA Questions and Type Hierarchies 

Several lessons learned from the TREC QA question sets can also guide the 

construction of an answer type hierarchy. First, named entity tags are sufficient to cover a 

large segment of the TREC QA questions. The TREC-8 set required mostly named 

entities, but even in the TREC-9 questions, named entities comprised a significant portion 

of the test set. Second, entity answer types must cover a wide range of entities beyond 

person, location, and date/time answers. Although these basic types were a majority of 

the TREC-8 question set, almost one-fifth of the questions were of answers beyond these 

types. Third, entities may be usefully subcategorized. Of the 40 LOCATION questions in 
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TREC-8, 11 asked for a specific city name. Answer type CITY would be useful in  these 

instances to further specify what kind answer is correct. And finally, answer types for 

non-entity answers are required to round out the type hierarchy. Especially in the TREC-

9 data set, the types of “real-world” user questions often extended beyond entities 

answers. 
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RECOMMENDATIONS 

Out of the conclusions drawn from the comparison study findings and general 

TREC question analysis come a number of considerations for the design and construction 

of answer taxonomies. Given the advantage of detailed hierarchies over coarse lists, it is 

assumed that the extra level of complexity required of a hierarchy is justified. However, 

there is no standard form for hierarchies. Among the design considerations are the 

number of hierarchy levels, the degree of specificity of answer types within the hierarchy, 

the source of answer type categories, how taxonomies can extend to cover other question 

types, how the taxonomy functions in the larger system, and how systems will associate 

taxonomy types with questions or answers.  

 
Levels of Hierarchy 

A hierarchical taxonomy structure can provide flexibility based on the level of 

available context. For example, the questions Where is Rome? and What country is Rome 

in? both ask for a location answer. While the first might be given a LOCATION type, the 

second can be typed as LOCATION or COUNTRY. This gives the system some 

flexibility in matching answers, depending on the level of detail present in the 

corresponding texts. 

 However, multiple levels of hierarchy and different concept divisions are possible 

and it is beyond the scope of this work to provide a detailed comparison of hierarchy 

structures.  One common approach, used by the MITRE system (Breck, et al., 2000) and 

the LIMSI system (Ferret, et al., 2000), divides the answer types into names and numbers 
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at the first level below the root. Beyond this initial division, the concepts are grouped in 

various ways with a total of three of four levels of specificity. Figure 3 depicts the 

hierarchy used in the LIMSI system. The number of levels will ultimately depend on the 

degree of specificity in a hierarchy in that the more distinctions a hierarchy makes, the 

more levels will be required to account for those distinctions.  

 

Figure 3. The TREC-9 LIMSI-CNRS Answer Type Hierarchy 

 
One benefit to having multiple levels in a hierarchy is that the levels provide a 

source of knowledge about answer types that may be used in the search for an answer. 

For example, if a question is typed as DURATION, it may also be labeled as a 

MEASURE and a NUMBER. The structure of the hierarchy enables a system to 

determine the relationship between an instance of an answer type and other types in the 

hierarchy. A degree of similarity can therefore be measured between the answer type 

identified in the question and the possible answers in the text. A hierarchy with greater 

specificity contains more relational information about the categories contained within it. 
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Degree of Specificity 

The degree of specificity refers to the level of detail present within each level of a 

hierarchy. For example, a named entity may be typed simply as a proper noun, NAME, or 

be broken into more specific types such as PERSON, LOCATION, or 

ORGANIZATION. While the data from the comparison study was statistically 

inconclusive regarding the optimal degree of specificity, the data did show that a 

hierarchical structure tends to be more specific than a list structure. Additionally, there 

was a connection between system performance and the combination of fine-grained 

distinctions and hierarchies. This is perhaps explained by the fact that a system with a 

more detailed hierarchy is required to perform a more detailed analysis of texts, as well as 

questions, to be able to place instances of entities or question structures into particular 

categories in the hierarchy.  

 As with natural categorization, a single instance of an entity may be categorized 

in different ways based on the distinctions made in the categorization scheme. The 

available data from this study is insufficient to suggest which distinctions tend to produce 

better results. However, a discussion of the main distinctions is possible based on the 

answer types recognized by existing systems.  

 The types of questions included in the TREC QA test sets require both entity and 

simple non-entity answers. Because the processing required to identify entities often 

differs from that required for non-entities, the two answer type divisions are considered 

separately. 
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Entity-Based Answer Types 

The answer types in Table 44 below groups named entities, numbers, proper 

nouns, and other names as basic entity-based answer types. These types are represented 

in some form by nearly all TREC QA answer type taxonomies. The most general 

distinctions are NAME and NUMBER (not represented below). These are the default 

values for questions that cannot be resolved to a more specific type. 

 The subcategories for these distinctions may or may not be represented by all 

systems. The subcategories list is not exhaustive. Rather, the subtypes are chosen based 

on whether systems can recognize the distinctions using shallow processing, pattern 

matching rules and word lists. For example, the subcategory RIVER for LOCATION is 

easily identified through the focus of a question such as What is the longest river in the 

world? Thus, question processing would be able to associate the question with type 

RIVER. Also, river names are often, though not always, accompanied by word “River” in 

text – the Ohio River, the Mississippi River, etc. Because there are conventions in both 

the question and the text to distinguish rivers from non-rivers, the subtype is a potentially 

a useful distinction to make.  
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TABLE 44 

ENTITY-BASED ANSWER DISTINCTIONS 

ANSWER TYPE SUBTYPES EXAMPLE QUESTIONS 
ORGANIZATION COMPANY 

GOVERNMENT 
MILITARY 
 

What company makes Mace? 
Which branch of the armed forces has a base in 
Annapolis, Maryland? 
Who won the Super Bowl in 1997? 

PERSON MALE 
FEMALE 

Who wrote “Gone with the Wind”? 
Who won the 1999 Mr. Universe competition? 

LOCATION CITY 
COUNTRY 
STATE 
REGION 
RIVER 
MOUNTAIN 
PROVINCE 
CONTINENT 

Where is Peru? 
What is the capital of Nepal? 
Which country has the largest population? 
What is the longest river in the world? 
What is the highest mountain peak in Asia? 

THING PRODUCT 
NOVEL 
FILM 
 

What is the most popular brand of tennis shoe? 
Name a play by William Shakespeare? 
What movie won the 1999 Academy Award for 
Best Picture? 

LANGUAGE  What language do Croatians speak? 
NATIONALITY  What nationality is the leader of the United 

Nations? 
TEMPORAL PERIOD 

DURATION 
FREQUENCY 
YEAR 
MONTH 
DAY 
DATE 
TIME 

In what month is Mother’s Day celebrated? 
How long did World War II last? 
How often does the Summer Olympic occur? 
What year did JFK die? 
What day is President’s Day? 
When did the Tet Offensive happen? 

MEASURE QUANTITY 
RATE 
SIZE 
DIMENSION (AREA, 

LENGTH, VOLUME, 
WEIGHT) 

DISTANCE 
PERCENT 
SPEED 
DEGREE 
TEMPERATURE 

How many people live in Haiti? 
What is the rate of decay of uranium? 
How far is it from Rome to Paris? 
What percent of the population earns more than 
$50,000 a year? 
 

MONETARY 
VALUE 

 How much does a Honda Civic cost? 
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Simple Non-Entity Answer Types 

Short-answer questions that do not ask for a specific entity-based answer are 

likely to ask for a short phrase that describes, defines, identifies or explains. Processing 

these non-entity answer types might require identifying a particular entity in a text, then 

searching the immediate context of that entity for the answer. The answer type tag is 

typically not matched to a corresponding text tag. For example, the question What does 

Nicolas Cage do for a living? asks for an aspect related to the entity “Nicolas Cage.” A 

phrase such as Nicolas Cage, an award-winning film actor, … contains the correct 

answer, and locating this answer involves searching the immediate context of relevant 

entities. A set of distinctions made in TREC-8 and TREC-9 for non-entity answer types is 

listed in Table 45. 

TABLE 45 

EXAMPLES OF NON-ENTITY ANSWER TYPES 

TYPE EXAMPLE QUESTION 

QUOTE What did Neil Armstrong say upon landing on the moon? 

EVENT What happened at Ruby Ridge? 
DEFINITION Who is Bob Dole? 

What is a whirling dervish?  

PURPOSE What is a drill press used for? 
REASON Why do trees lose their leaves in the fall? 
OCCUPATION/ ROLE What is Monica Lewinsky’s profession? 
MANNER How did Socrates die? 
CONCEPT What do you call a group of geese? 

What is the name for the a person who studies fish? 

TRANSLATION What does caliente mean in Spanish? 
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While making distinctions like those enumerated in Table 45 may allow systems 

to better target answers, the advantage to specificity is bounded by the ability of systems 

to identify types. It clearly does no good for a hierarchy to include types a system has no 

way to process. It also does no good to associate questions with answer types if those 

types do not correspond to any tags in the text. Using the same tag set for the questions 

and text addresses the surface level of this issue, but the underlying concern – namely the 

accuracy of named entity taggers – affects hierarchy design. An independent named 

entity tagger that identifies names in texts with a high degree of accuracy may be limited 

to recognizing only a few types.  

 
Answer Type Sources 

Because a majority of the TREC QA questions, at least in the TREC-8 data set, 

required a named entity answer, many of the distinctions made in answer typing have 

been inherited directly from named entity recognition. The guidelines from the Named 

Entity (NE) task of Message Understanding Conferences (MUCs) outline seven 

distinctions for entity tagging (Gaizauskas, 1998). These distinctions are listed in Table 

46. A number of the named entity recognition systems go beyond the basic specification 

to subtype these categories into more specific entities such as MILITARY, 

GOVERNMENT, and COMPANY for ORGANIZATION. These subtypes provide 

useful distinctions, though more specific subtypes may be relevant only in specific 

domains. The benefit to using the categories already established by MUC for the QA task 
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has already been indirectly stated – the answer types can be easily matched to tagged text 

when the concept distinctions are the same. 

TABLE 46 

MUC NAMED ENTITY TYPES 

ENTITY NAMES 

 Organizations 

 Persons 

 Locations 

TIMES 

 Dates 

 Times 

QUANTITIES 

 Monetary Values 

 Percentages 

 

In addition to borrowing categories from other tasks, answer types can also be 

pulled directly from studying empirical data – the questions themselves. The TREC-8 and 

TREC-9 questions sets fall into various categories of answer types. Many of those 

category distinctions are relatively general, and even fit into the MUC typing scheme. 

Others do not fit so readily. A few of these more specific questions and types from 

TREC-8 and TREC-9 are listed in Table 47.  
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TABLE 47 

EXAMPLE TREC QA QUESTIONS AND CORRESPONDING ANSWER TYPES 

QUESTION ANSWER TYPE 

At what age did Rossini stop writing opera? AGE 

What nationality is Pope John Paul II? NATIONALITY 

What does the Peugeot company manufacture? PRODUCT 

What was the name of the movie that starred Sharon Stone and 
Arnold Schwarzenegger? 

FILM 

What is the largest variety of cactus? PLANT 

What does Nicholas Cage do for a living? OCCUPATION 

 

Enumerating all the possible types at this level of specificity makes for an 

unwieldy answer type hierarchy. The types of concept distinctions will obvious vary by 

question set, and no answer type hierarchy can be expected to cover every possible type 

required. However, the types may be reduced to more generalized categories. For 

example, the THING category might apply to FILM or PRODUCT. AGE can be reduced 

to a general NUMBER, though both AGE and NATIONALITY can be combined with 

OCCUPATION under a category HUMAN_TRAITS.  

 An existing concept hierarchy would be useful for reducing type categories to a 

manageable set or even identifying a subset of categories as the type hierarchy. As this 

study has shown, the use of WordNet has proven to be advantageous for systems, 

especially when that use is type-related. On the other hand, overuse of WordNet has been 
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reported to negatively affect question-answering systems (Martin & Lankester, 2000), 

and the line between fruitful use and damaging overuse has not been clearly drawn.  

 In addition to knowledge sources such as WordNet, theories of natural 

categorization may likewise be useful in guiding hierarchy construction. Natural 

categories are hierarchical, with both a horizontal and vertical component. Rosch, et al. 

(1976) illustrated in several important studies in cognitive psychology that “basic level” 

concept categories provide the most general level of categorization that is informative. 

Concepts are used to both classify objects as a members of a particular category and to 

predict characteristics of other objects. Many researchers argue that the basic-level 

categories maximize these functions (Lassaline, et al., 1992). Although the apparent 

cognitive processing advantage of basic-level categories does not necessarily equate to an 

advantage in QA processing, the ideas behind basic-level categorization are useful. 

Finding the most effective categories for categorizing answer types is, in a way, a search 

for the basic levels for question categorization. These ideas have already been 

incorporated into answer taxonomy development. The TREC-9 IBM system (Prager, et 

al., in press) used answer types loosely based on these basic-level categories.  

 
Non-Entity Answer Types 

Although a variety of category distinctions have been considered for entities, 

other answer types have not received as much attention, primarily because open-domain 

natural language question answering (NLQA) systems are largely not able to answer non-

entity questions. The TREC QA questions were relatively simple, short-answer questions. 
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The answers were, for the most part, single entities. The few exceptions were those 

questions that are asking for short, but factual, phrases such as definitions (Who is Colin 

Powell?) or brief explanations (Why are electric cars less efficient in the north-east than 

in California?). The ability of existing TREC systems to handle primarily non-entity 

questions has not been tested in a large-scale evaluation, though the performance would 

probably be significantly lower. Moldovan, et al. (2000) categorize QA systems in terms 

of the knowledge level required of systems to be able to handle varying degrees of 

question complexity, and their QA system taxonomy suggests that current systems are 

not sufficient to answer questions requiring anything more than a low level of reasoning 

and ontology-based knowledge sources. The knowledge required of systems to be able to 

handle more complex questions such as comparison or hypothetical questions is currently 

beyond the state of the art in the development of the technology.   

 With that said, the ability of systems to identify questions that ask for non-entity, 

complex answers is within the realm of current possibility. Andino (2000) outlines the 

linguistic clues, or triggers, present in complex questions that can be used to recognize 

complex question types. From questions used to test High Performance Knowledge 

Bases, Andino identifies seven types of complex, analytical questions – situational 

recognition, explanation, ramification, context, option generation, analogy, and 

counterfactual. She argues that systems can not only identify the type of question (and 

subsequently the type of expected answer), but also use this information to guide 

processing through triage, evaluation, introspection or stalling.     
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Answer Type Function 

In TREC QA, how answer types were used varied widely across systems. This 

variation included the actual type function, as well as the level of importance given to the 

presence or absence of the correct answer type within a particular function. There was no 

single ideal function for answer types. It appears that filtering candidate answers based on 

the correct type and then scoring the remaining candidates based on a combination of 

features including type was a productive strategy. Using candidate filtering alone could 

be just as productive. However, other measures beyond the presence of the correct 

answer type such as term frequency, order and similarity were required for robust 

question and answer matching.  

 Regardless of whether one use of answer types is more advantageous than 

another, a hierarchical structure will affect function. For example, in answer scoring, a 

system can exploit the range of general-to-specific types associated with a single question 

by assigning different weights to types based on how specific the type is. For example, 

type COMPANY might be weighted more than type ORGANIZATION. The effect of 

this variation in type weights would be to promote more specific answers, but not 

eliminate general answers entirely.  

 Also, as complexity increases so does the need for efficiency. That is, system 

architectures must account for how a hierarchy will be searched during processing. 

Elaborate hierarchies might require search strategies that limit the time required to 

process questions and potential answers.  
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Answer Type Resolution 

Given the current level of technology, it is more than possible to provide a great 

deal of detail in a hierarchical naming structure and still be able to match names to types. 

Paik, et al. (1995) described a proper noun processor that distinguishes between the 

following categories of nouns: geographic entity, affiliation, organization, human, 

document, equipment, scientific, temporal, miscellaneous. These nine top-level 

categories were then subdivided into 30 additional categories. A combination of lexical 

clues, an alias database, knowledge bases, context clues and name lists was used to 

associate nouns with one of these tags. Using the mixed bag of heuristics and the 

hierarchical tagging scheme, the system was able to successfully associate names with 

types in roughly 90 percent of the names in texts drawn from newspaper articles. 

These approaches can be used in resolving questions as well, especially 

ambiguous question types. Because there is very little contextual information contained 

within a single question, determining the correct answer type can be challenging at the 

very least. External knowledge sources such as name lists or specialized databases such 

as WordNet can be successfully applied to the problem of question disambiguation.  

Internally, the question focus is often the key contextual clue for associating 

ambiguous question constructions with answer types. The example What country is Rome 

in? illustrates how the focus “country” might be used to recognize that a LOCATION 

answer type is required. While some systems compare the focus word to lists of common 

words and corresponding answer types to identify the correct type, other systems use a 

knowledge source such as WordNet to identify hypernyms of focus words. Thus, it is 
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often a combination is a combination of internal and external knowledge that facilitates 

answer type resolution.  

 
Future Considerations 

Looking beyond the details of constructing an answer type hierarchy, issues of 

evaluating hierarchies remain. In analyzing the design of their QA system Qanda, MITRE 

researchers discussed ideas of confusability and perplexity with relation to evaluating 

answer types and taxonomies (Breck, et al., in press). Confusability refers to the notion 

that multiple answers of the correct type may be found in a single passage and that 

selecting the correct one becomes potentially more difficult as the number of correct 

types increases. Adding more specificity to the types through a more detailed hierarchy 

can potentially reduce this confusability. 

 To evaluate answer type hierarchies, The MITRE researchers suggested a 

“perplexity” metric that would evaluate a hierarchy based on the level of specificity (or 

discriminating power) and the ability of type taggers to recognize that level of specificity 

in text. This idea of perplexity speaks directly to the problem discussed earlier of 

associating questions with tags that cannot have a corresponding match in the text due to 

tagger limitations.  

 But in addition to measures of confusability and perplexity, evaluation of answer 

type taxonomies should also consider a measure of optimal complexity. While a higher 

level of taxonomy complexity has been loosely linked with better performance, this does 

not suggest how much is gained in performance by adding the complexity. Along the 
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lines of the original hypothesis, it makes sense that there would be a point at which more 

complexity does not improve results, even if corresponding named entity technology 

supports the complexity. One of the many questions to be explored in future research into 

answer type taxonomies is what that optimal level of complexity is. 

 
From Evaluation to Integration 

While evaluation metrics can improve taxonomy function, examining the function 

itself might be fruitful avenue of research. Recognizing and matching answer types is an 

effective approach to natural language question answering. Comparing specific strategies 

for candidate filtering or selection based on types may clarify the relationship between 

answer types, type function, and system performance. While the success of SMU’s 

FALCON system has shown that semantic representations may be required to better 

match questions and answer, the integration of types into the initial search process also 

appears to be a promising strategy. Locke (2001) suggests that the future of online search 

engines may lie in XML, Extensible Markup Language. XML can be used to insert 

descriptive tags into text. These tags can then be used to identify relevant documents in a 

search. This approach is similar to that of the TREC-9 MultiText system (Clarke, et al., in 

press). The MultiText system tagged locations in text where certain types of information 

might be located, then searched for tags of the expected answer type. Using this 

technique, MultiText achieved relatively good results with the second highest score in the 

50-byte category. This approach fully integrates answer types into the information 
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retrieval aspect of NLQA systems, and this integration may help systems better target 

specific information needs.  

 At the same time, the integration of various elements makes identifying 

individually successful elements difficult. While several of the features explored in this 

comparison are strongly related to performance, many of the relationships are not 

statistically significant. As a result, the findings are largely inconclusive. A similar study 

with a larger number of cases might produce more definitive results as to the effect of 

answer taxonomies on system performance. Likewise, a system that tested two different 

taxonomies and compared results would be a direct indicator of the role answer 

taxonomies play in question answering. However, it is important to recognize that answer 

typing is not necessarily the definitive solution. Regarding the use of answer types in 

TREC-8, Ellen Voorhees (2000, p. 81) notes, “This approach works well provided the 

query types recognized by the system have broad enough coverage and the system can 

classify questions sufficiently accurately.” However, she also notes that matching on 

types, even when classified correctly, is not “fool-proof.” A question’s expected answer 

type may match a type within the text and still be the wrong answer. It not enough to 

know which answer to look for; systems must also know how to find it and when it is 

found. In many cases, choosing the correct answer requires knowledge or processes not 

available to most systems. Yet, having the right tools or in this case, the right types to 

answer questions is a necessity. Providing question coverage through sufficient answer 

type taxonomies moves NLQA systems one step closer to accurate question answering. 
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APPENDIX A – TREC-8 System Descriptions 
 

TABLE A-1 

TREC-8 SYSTEM ARCHITECTURE FEATURES 

SYSTEM IR 
PROCESSING 

ANSWER 
TYPES 

LINGUISTIC 
PROCESSING 

PROCESSING 
FOCUS 

IE/ 
NE 

WORDNET 

AT&T-A Hybrid Yes Shallow NE Tagging Yes None 
AT&T-B IR-Focused No None IR No None 
CLR QA-Focused Yes Shallow Relation/Role 

Identification 
No None 

Cymfony QA-Focused Yes Shallow NE Tagging Yes None 
IBM-A Hybrid Yes Shallow Type Searching Yes Not Type 
IBM-W Hybrid Yes Shallow Type Searching Yes Not Type 
LIMSI-
CNRS 

Hybrid Yes Shallow NE Tagging Yes Not Type 

MITRE QA-Focused Yes Shallow NE Tagging/ 
Coreference 

Yes None 

NTU IR-Focused No None IR No N/A 
NMSU QA-Focused Yes Shallow Pattern 

Matching 
Yes None 

NTT-A Hybrid Yes Shallow NE Tagging Yes None 
NTT-B Hybrid Yes Shallow NE Tagging Yes None 
RMIT IR-Focused No None IR No N/A 
SNU IR-Focused No None IR No N/A 
SMU Hybrid Yes Shallow NE Tagging Yes Not Type 
U Iowa-A QA-Focused Yes Shallow NE Tagging Yes None 
U Iowa-B Hybrid No Shallow POS Tagging No N/A 
U Iowa-C Hybrid No Shallow POS Tagging No N/A 
UMD QA-Focused Yes Shallow Relation/Role 

Identification 
Yes None 

U Mass-A IR-Focused No None IR No N/A 
U Mass-B IR-Focused No None IR No N/A 
U Ottawa Hybrid Yes Surface Pattern 

Matching 
No Not Type 

GE/UP Hybrid Yes Shallow NE Tagging/ 
Coreference 

Yes None 

Sheffield-
A 

QA-Focused Yes Deep LF Matching Yes None 

Sheffield-
B 

Hybrid Yes Deep LF Matching Yes None 

MultiText IR-Focused No None IR No N/A 
Xerox QA-Focused Yes Shallow NE Tagging Yes None 
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TABLE A-2 

TREC-8 QUESTION PROCESSING CHARACTERISTICS 

SYSTEM QA MAPPING 
RELATIONSHIP 

QUESTION 
FOCUS 

TYPES PER 
QUESTION 

AT&T-A One-Many Yes Single+ 
AT&T-B N/A N/A N/A 
CLR One-One No Single 
Cymfony One-Many Yes Single+ 
IBM-A One-Many Yes Multiple 
IBM-W One-Many Yes Multiple 
LIMSI-CNRS One-Many Yes Multiple 
MITRE One-Many Yes Single 
NTU N/A N/A N/A 
NMSU One-Many Yes Single 
NTT-A One-Many Yes Multiple 
NTT-B One-Many Yes Multiple 
RMIT N/A N/A N/A 
SNU N/A N/A N/A 
SMU One-Many Yes Single 
U Iowa-A Unknown Unknown Single 
U Iowa-B N/A N/A N/A 
U Iowa-C N/A N/A N/A 
UMD One-Many Yes Single 
U Mass-A N/A N/A N/A 
U Mass-B N/A N/A N/A 
U Ottawa Unknown Unknown Single 
GE/UP One-Many Yes Single 
Sheffield-A Unknown Unknown Single 
Sheffield-B Unknown Unknown Single 
MultiText N/A N/A N/A 
Xerox One-One Yes Single 
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TABLE A-3 

TREC-8 TAXONOMY DESCRIPTION 

SYSTEM TAXONOMY 
DETAIL 

TAXONOMY 
STRUCTURE 

AT&T-A Coarse List 
AT&T-B N/A None 
CLR Coarse List 
Cymfony Fine Hierarchy 
IBM-A Fine List 
IBM-W Fine List 
LIMSI-CNRS Fine Hierarchy 
MITRE Coarse Hierarchy 
NTU N/A None 
NMSU Fine List 
NTT-A Fine Hierarchy 
NTT-B Fine Hierarchy 
RMIT N/A None 
SNU N/A None 
SMU Fine List 
U Iowa-A Coarse List 
U Iowa-B N/A None 
U Iowa-C N/A None 
UMD Coarse List 
U Mass-A N/A None 
U Mass-B N/A None 
U Ottawa Unknown List 
GE/UP Coarse List 
Sheffield-A Coarse List 
Sheffield-B Coarse List 
MultiText N/A None 
Xerox Coarse List 
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TABLE A-4 

TREC-8 ANSWER PROCESSING FEATURES 

SYSTEM TAXONOMY 
FUNCTION 

SCORING 
WEIGHT 

CANDIDATE 
UNIT 

CANDIDATE 
POOL SIZE 

AT&T-A Answer Scoring Equal Textual Entity  Mid 
AT&T-B N/A N/A Short Passage  Mid 
CLR Candidate Filtering N/A Sentence Small 
Cymfony Answer Scoring 

Answer Refinement 
Unknown Sentence Large 

IBM-A Candidate Filtering 
Answer Scoring 

More Textual Entity  Small 

IBM-W Candidate Filtering 
Answer Scoring 

Unknown Textual Entity  Small 

LIMSI-CNRS Answer Scoring Less Sentence Variable 
MITRE Candidate Filtering 

Answer Scoring 
More Abstract Entity Small 

NTU N/A N/A Sentence Variable 
NMSU Answer Scoring Equal Sentence Small 
NTT-A Answer Scoring 

Answer Refinement 
Less Short Passage Small 

NTT-B Answer Scoring 
Answer Refinement 

Less Short Passage Small 

RMIT N/A N/A Sentence Mid 
SNU N/A N/A Answer-L. 

Passage 
Unknown 

SMU Candidate Filtering N/A Textual Entity Variable 
U Iowa-A Answer Scoring More Sentence Large 
U Iowa-B N/A N/A Sentence Large 
U Iowa-C N/A N/A Sentence Large 
UMD Answer Scoring More Sentence Large 
U Mass-A N/A N/A Answer-L. 

Passage 
Large 

U Mass-B N/A N/A Answer-L. 
Passage 

Large 

U Ottawa Answer Refinement N/A Short Passage Unknown 
GE/UP Candidate Filtering N/A Sentence Small 
Sheffield-A Answer Filtering N/A Abstract Entity Small 
Sheffield-B Answer Filtering N/A Abstract Entity Small 
MultiText N/A N/A Short Passage Large 
Xerox Answer Filtering N/A Sentence Unknown 
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APPENDIX B – TREC-9 System Descriptions 
 

TABLE B-1 

TREC-9 SYSTEM ARCHITECTURE FEATURES 

SYSTEM IR 
PROCESSING 

ANSWER 
TYPES 

LINGUISTIC 
PROCESSING 

PROCESSING 
FOCUS 

IE/ 
NE 

WORDNET 

CLR-1 QA-Focused Yes Shallow Relation/Role 
Identification 

No None 

CLR -2 QA-Focused Yes Shallow Relation/Role 
Identification 

No None 

Fudan U-
1 

Hybrid Yes Shallow NE Tagging Yes None 

Fudan U-
2 

Hybrid Yes Shallow NE Tagging Yes None 

IBM 1 Hybrid Yes Shallow NE Tagging Yes Hypo-QP 
IBM 2-R Hybrid Yes Shallow Type Searching Yes Hyper-QP 
IBM 2-A Hybrid Yes Shallow Type Searching Yes Hyper-QP 
Imperial 
College 

Hybrid Yes Shallow NE Tagging Yes Hypo-TP 

KAIST QA-Focused Yes Shallow NE Tagging Yes Hyper-QP 
Korea U Hybrid Yes Shallow NE Tagging Yes Type 

Categories/ 
Hyper-QP/ 
Hyper-TP 

LIMSI-A QA-Focused Yes Shallow NE Tagging Yes None 
LIMSI-B Hybrid Yes Shallow NE Tagging Yes None 
LIMSI-C QA-Focused Yes Shallow NE Tagging Yes None 
Microsoft Hybrid Yes Deep LF Matching No None 
MITRE Hybrid Yes Shallow NE Tagging/ 

Coreference 
Yes None 

MultiText
-A 

Hybrid Yes Shallow NE Tagging/ 
Type Searching 

Yes Hyper-QP 

MultiText
-B 

Hybrid Yes Shallow NE Tagging/ 
Type Searching 

Yes Hyper-QP 

NTT-1 Hybrid Yes Shallow NE Tagging Yes None 
NTT-2 Hybrid Yes Shallow NE Tagging Yes None 
NTT-3 Hybrid Yes Shallow NE Tagging Yes None 
NTU-1 QA-Focused Yes Shallow NE Tagging Yes Not Type 
NTU-2 QA-Focused Yes Shallow NE Tagging Yes Not Type 
NTU-3 QA-Focused Yes Shallow NE Tagging/ 

Coreference 
Yes Not Type 
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TABLE B-1 (Continued) 
 
SYSTEM IR 

PROCESSING 
ANSWER 

TYPES 
LINGUISTIC 

PROCESSING 
PROCESSING 

FOCUS 
IE/ 
NE 

WORDNET 

QC-1 IR-Focused No None IR / Pattern 
Matching 

No N/A 

QC-2 IR-Focused No None IR / Pattern 
Matching 

No N/A 

SMU Hybrid Yes Deep NE Tagging/ 
LF Matching 

Yes Hyper-QP 

SNU IR-Focused No None IR No N/A 
Sun-1 Hybrid Yes Shallow Type Searching No None 
Sun-2 Hybrid Yes Shallow Type Searching No None 

Syracuse-A Hybrid Yes Shallow NE Tagging Yes None 
Syracuse-B QA-Focused Yes Shallow NE Tagging Yes None 
U Iowa-1 QA-Focused Yes Shallow NE Tagging Yes None 
U Iowa-2 QA-Focused Yes Shallow NE Tagging Yes None 
USC Hybrid Yes Shallow NE Tagging Yes Not Type 
Alicante-A QA-Focused Yes Shallow Relation/Role 

Identification 
No Type 

Categories/ 
Hyper-QP 

Alicante-B QA-Focused Yes Shallow Relation/Role 
Identification 

No Type 
Categories/ 
Hyper-QP 

U Pisa-A Hybrid Yes Shallow NE Tagging Yes Type 
Categories 

U Pisa-B Hybrid Yes Shallow NE Tagging Yes Type 
Categories 

U Pisa-C Hybrid Yes Shallow NE Tagging Yes Type 
Categories 

Montreal-A QA-Focused Yes Shallow Pattern 
Matching 

No None 

Montreal-B QA-Focused Yes Shallow Pattern 
Matching 

No None 

U Mass-1 IR-Focused No None IR No N/A 
U Mass-2 IR-Focused No None IR No N/A 
Sheffield-A Hybrid Yes Deep LF Matching Yes None 
Sheffield-B Hybrid Yes Deep LF Matching Yes None 
Sheffield-C Hybrid Yes Deep LF Matching Yes None 
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TABLE B-2 

TREC-9 QUESTION PROCESSING CHARACTERISTICS 

SYSTEM QA MAPPING 
RELATIONSHIP 

QUESTION 
FOCUS 

TYPES PER 
QUESTION 

CLR-1 One-One No Single 
CLR -2 One-One No Single 
Fudan U-1 One-Many Yes Single 
Fudan U-2 One-Many Yes Single 
IBM 1 One-Many Yes Single 
IBM 2-R One-Many Yes Multiple 
IBM 2-A One-Many Yes Multiple 
Imperial College One-Many Yes Single 
KAIST One-One Yes Single 
Korea U One-Many Yes Multiple 
LIMSI-A One-Many Yes Multiple 
LIMSI-B One-Many Yes Multiple 
LIMSI-C One-Many Yes Multiple 
Microsoft One-Many Yes Unknown 
MITRE One-Many Yes Single 
MultiText-A One-Many Yes Single 
MultiText-B One-Many Yes Single 
NTT-1 One-Many Yes Multiple 
NTT-2 One-Many Yes Multiple 
NTT-3 One-Many Yes Multiple 
NTU-1 One-Many Yes Single 
NTU-2 One-Many Yes Single 
NTU-3 One-Many Yes Single 
QC-1 N/A N/A N/A 
QC-2 N/A N/A N/A 
SMU One-Many Yes Single 
SNU N/A N/A N/A 
Sun-1 One-Many Yes Single 
Sun-2 One-Many Yes Single 
Syracuse-A One-Many Yes Single 
Syracuse-B One-Many Yes Single 
U Iowa-1 Unknown Unknown Single 
U Iowa-2 Unknown Unknown Single 
USC One-Many Yes Single 
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TABLE B-2 (Continued) 
 
SYSTEM QA MAPPING 

RELATIONSHIP 
QUESTION 

FOCUS 
TYPES PER 
QUESTION 

Alicante-A One-Many Yes Single 
Alicante-B One-Many Yes Single 
U Pisa-A One-Many Yes Multiple 
U Pisa-B One-Many Yes Multiple 
U Pisa-C One-Many Yes Multiple 
Montreal-A One-Many Yes Single 
Montreal-B One-Many Yes Single 
U Mass-1 N/A N/A N/A 
U Mass-2 N/A N/A N/A 
Sheffield-A Unknown Unknown Single 
Sheffield-B Unknown Unknown Single 
Sheffield-C Unknown Unknown Single 
 
 

TABLE B-3 

TREC-9 TAXONOMY DESCRIPTION 

SYSTEM TAXONOMY 
DETAIL 

TAXONOMY 
STRUCTURE 

CLR-1 Coarse List 
CLR -2 Coarse List 
Fudan U-1 Coarse List 
Fudan U-2 Coarse List 
IBM 1 Coarse List 
IBM 2-R Fine List 
IBM 2-A Fine List 
Imperial College Fine List 
KAIST Coarse List 
Korea U Fine Hierarchy 
LIMSI-A Fine Hierarchy 
LIMSI-B Fine Hierarchy 
LIMSI-C Fine Hierarchy 
Microsoft Unknown Other 
MITRE Fine Hierarchy 
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TABLE B-3 (Continued) 
 

SYSTEM TAXONOMY 
DETAIL 

TAXONOMY 
STRUCTURE 

MultiText-A Mixed Hierarchy 
MultiText-B Mixed Hierarchy 
NTT-1 Fine Hierarchy 
NTT-2 Fine Hierarchy 
NTT-3 Fine Hierarchy 
NTU-1 Coarse List 
NTU-2 Coarse List 
NTU-3 Coarse List 
QC-1 N/A None 
QC-2 N/A None 
SMU Fine Hierarchy 
SNU N/A None 
Sun-1 Fine Unknown 
Sun-2 Fine Unknown 
Syracuse-A Fine Hierarchy 
Syracuse-B Fine Hierarchy 
U Iowa-1 Unknown Unknown 
U Iowa-2 Unknown Unknown 
USC Fine Hierarchy 
Alicante-A Coarse List 
Alicante-B Coarse List 
U Pisa-A Fine Unknown 
U Pisa-B Fine Unknown 
U Pisa-C Fine Unknown 
Montreal-A Mixed List 
Montreal-B Mixed List 
U Mass-1 N/A None 
U Mass-2 N/A None 
Sheffield-A Coarse List 
Sheffield-B Coarse List 
Sheffield-C Coarse List 
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TABLE B-4 

TREC-9 ANSWER PROCESSING FEATURES 

SYSTEM TAXONOMY 
FUNCTION 

SCORING 
WEIGHT 

CANDIDATE 
UNIT 

CANDIDATE 
POOL SIZE 

CLR-1 Candidate Filtering N/A Sentence Small 
CLR -2 Candidate Filtering N/A Sentence Small 
Fudan U-1 Candidate Filtering N/A Answer-L. 

Passage 
Mid 

Fudan U-2 Candidate Filtering N/A Answer-L. 
Passage 

Small 

IBM 1 Answer Scoring Unknown Short Passage Mid 
IBM 2-R Candidate Filtering 

Answer Scoring 
Unknown Textual Entity Small 

IBM 2-A Candidate Filtering 
Answer Scoring 

Unknown Textual Entity Small 

Imperial 
College 

Candidate Filtering N/A Textual Entity Variable 

KAIST Candidate Filtering 
Answer Scoring 

Less Answer-L. 
Passage 

Mid 

Korea U Candidate Filtering 
Answer Scoring 

Equal Textual Entity Small 

LIMSI-A Answer Scoring 
Answer Refinement 

Equal Sentence Variable 

LIMSI-B Answer Scoring 
Answer Refinement 

Equal Sentence Variable 

LIMSI-C Answer Scoring 
Answer Refinement 

Equal Sentence Variable 

Microsoft Answer Scoring Unknown Sentence Large 
MITRE Answer Scoring Unknown Abstract Entity Unknown 
MultiText-A Candidate Filtering 

Answer Scoring 
More Short Passage Small 

MultiText-B Candidate Filtering 
Answer Scoring 

More Short Passage Small 

NTT-1 Answer Scoring Less Short Passage Small 
NTT-2 Answer Scoring Less Short Passage Small 
NTT-3 Answer Scoring Less Short Passage Small 
NTU-1 Answer Scoring More  Sentence Mid 
NTU-2 Answer Scoring More Sentence Mid 
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TABLE B-4 (Continued) 
 

SYSTEM TAXONOMY 
FUNCTION 

SCORING 
WEIGHT 

CANDIDATE 
UNIT 

CANDIDATE 
POOL SIZE 

NTU-3 Answer Scoring More Short Passage Mid 
QC-1 N/A N/A Sentence Mid 
QC-2 N/A N/A Sentence Large 
SMU Candidate Filtering 

Answer Scoring 
Equal Textual Entity Variable 

SNU N/A N/A Short Passage Mid 
Sun-1 Answer Scoring 

Answer Refinement 
Less Short Passage Large 

Sun-2 Answer Scoring 
Answer Refinement 

Less Short Passage Large 

Syracuse-A Candidate Filtering 
Answer Scoring 

Unknown Textual Entity Large 

Syracuse-B Candidate Filtering 
Answer Scoring 

Unknown Textual Entity Large 

U Iowa-1 Answer Refinement N/A Sentence Mid 
U Iowa-2 Answer Refinement N/A Sentence Mid 
USC Answer Scoring Equal Sentence Unknown 
Alicante-A Answer Scoring Less Answer-L. Passage Mid 
Alicante-B Answer Scoring Less Answer-L. Passage Mid 
U Pisa-A Candidate Filtering 

Answer Scoring 
More Paragraph Variable 

U Pisa-B Candidate Filtering 
Answer Scoring 

More Paragraph Variable 

U Pisa-C Candidate Filtering 
Answer Scoring 

More Paragraph Variable 

Montreal-A Answer Scoring Less Answer-L. Passage Large 
Montreal-B Candidate Filtering N/A Short Passage Small 
U Mass-1 N/A N/A Answer-L. Passage Small 
U Mass-2 N/A N/A Answer-L. Passage Small 
Sheffield-A Answer Scoring Equal Sentence Small 
Sheffield-B Answer Scoring Equal Sentence Small 
Sheffield-C Answer Scoring Equal Sentence Small 
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APPENDIX C – TREC QA Answer Type Categorization Data 
 
 

TABLE C-1 

TREC-8 TAXONOMY DESCRIPTION DATA 

SYSTEM SUB-
TYPES 

TOTAL 
TYPES 

ANSWER TYPE LABELS 

AT&T-A No 8 PERSON 
LOCATION 
ORGANIZATION 
OTHER (NEs only) 

DATE 
QUANTITY 
DURATION 
LINEAR_MEASURE 

CLR No 6 TIME 
LOCATION 
WHO 

WHAT 
NUMBER 
SIZE 

Cymfony Yes 19+ PERSON 
(RELIGIOUS, 
MILITARY) 

TIME 
DATE 
LOCATION 
ORGANIZATION 

(COMPANY, 
SCHOOL) 

DAY 
MONTH 
AGE 

PRODUCT 
NAME 
LENGTH 
AREA 
WEIGHT 
MONEY 
FREQUENCY 
NUMBER 
LENGTH 
DURATION 
REASON 

IBM-A 
IBM-W 

No 20 PERSON 
PLACE 
MONEY 
LENGTH 
ROLE 
ORGANIZATION 
DURATION 
AGE 
TIME 
DATE 

VOLUME 
AREA 
WEIGHT 
NUMBER  
METHOD 
RATE 
NAME 
COUNTRY 
STATE 
YEAR 

LIMSI-
CNRS 

Yes 17 PERSON 
ORGANIZATION 
LOCATION (CITY 

or PLACE) 
TIME-

EXPRESSION 
(DATE, TIME, 
AGE or 
PERIOD) 

NUMBER (LENGTH, 
VOLUME, 
DISTANCE, 
WEIGHT, PHYSICS 
or FINANCIAL) 
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TABLE C-1 (Continued) 
 

SYSTEM SUB-
TYPES 

TOTAL 
TYPES 

ANSWER TYPE LABELS 

MITRE Yes 10 LOCATION 
(COUNTRY, 
CITY) 

ORGANIZATION 
PERSON 

TIME (DATE) 
MEASURE 

(DISTANCE, 
DURATION) 

NTU N/A N/A N/A  
NMSU Unknown 27+ LINEAR-SIZE 

AREA 
VOLUME 
LIQUID-VOLUME 
MASS 
RATE 
PRESSURE 
ELECTRICITY 
ENERGY 
VELOCITY 
ACCELERATION 
TEMPERATURE 
COMPUTER-
MEMORY 
DATE 

POPULATION-
DENSITY 
TEMPORAL-OBJECT 
TIME-OBJECT 
AGE 
NAME-HUMAN 
ORGANIZATION 
PLACE 
NATIONALITY 
INHABITANT 
MATERIAL 
EVENT-NAME 
PRODUCT-TYPE 
NUMERIC-TYPE 
 

NTT-A 
NTT-B 

Yes 24 TIME 
CITY 
LOCATION 

PROPER 
UNKNOWN 

RMIT N/A N/A N/A  
SNU N/A N/A N/A  
SMU Unknown 16+ MONEY 

NUMBER 
DEFINITION 
TITLE 
UNDEFINED 
PERSON 
ORGANIZATION 
MANNER 

TIME 
DISTANCE 
MONEY 
PRICE 
LOCATION 
DATE 
NNP  
REASON 

U Iowa-A No 4 DATE 
MONEY 

NUMBER 
NAME 

U Iowa-B 
U Iowa-C 

N/A N/A N/A  

UMD No 7 PERSON 
TIME 
DATE 
LOCATION 

NUMBER 
AMOUNT 
LOCATION  
ORGANIZATION 

U Mass-A 
U Mass-B 

N/A N/A N/A  
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TABLE C-1 (Continued) 
 

SYSTEM SUB-
TYPES 

TOTAL 
TYPES 

ANSWER TYPE LABELS 

U Ottawa No Unknown PERSON 
PLACE 
LINEAR   

 

GE/UP No 8 PERSON  
ORGANIZATION 
LOCATION 
DATE 

TIME 
MONETARY VALUE 
PERCENTAGE 
NOT-A-NAME 

Sheffield-A 
Sheffield-B 

No 7 PERSON  
ORGANIZATION 
LOCATION 
DATE 

TIME 
MONETARY VALUE 
PERCENTAGE 

MultiText N/A N/A N/A  
Xerox No 10 PERSON 

PLACE 
TIME 
MONEY  
NUMBER 

QUANTITY 
NAME 
HOW 
WHAT 
UNKNOWN 
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TABLE C-2 

TREC-9 TAXONOMY DESCRIPTION DATA 

SYSTEM SUB-
TYPES 

TOTAL 
TYPES 

ANSWER TYPE LABELS 

CLR-1 
CLR -2 

No 6 TIME 
LOCATION 
WHO 

WHAT 
SIZE 
NUMBER 

Fudan U-1 
Fudan U-2 

No 11 PERSON 
LOCATION 
ORG 
MONEY 
PERCENTAGE 
DATE 

TIME 
DURATION 
LENGTH 
SIZE 
NUMBER 

IBM 1 No 9 PERSON 
ORGANIZATION 
DATE 
PERCENTAGE 
REASON 

LOCATION 
TIME 
MONETARY VALUE 
PHRASE 

IBM 2-R 
IBM 2-A 

No 50 Not Available  

Imperial 
College 

Yes 14+ TIME 
PLACE 
REASON 
DESCRIPTION 
DEFINITION 
PERSON 
LENGTH 

MANNER 
AGE 
QUANTITY 
DISTANCE 
NAME 
plus focus-based types 

KAIST No 6 PERSON 
LOCATION 
ORGANIZASTION 

TIME 
CURRENCY 
MEASURE 

Korea U Yes 46 PERSON 
COUNTRY 
CITY 
CAPITAL 
PENINSULA 
ISLAND 
CONTINENT 
PROVINCE 
MOUNTAIN 
MOUNTAIN_PEAK 
RIVER 
OCEAN 
DAY 

YEAR 
TIME_PERIOD 
TIME_UNIT 
TIME 
LENGTH 
LINEAR_UNIT 
MONETARY_VALUE 
MONETAR_UNIT 
ECONOMIC_ 
    CONDITION 
FINANCIAL_LOSS 
NUMBER 
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TABLE C-2 (Continued) 
 

SYSTEM SUB-
TYPES 

TOTAL 
TYPES 

ANSWER TYPE LABELS 

LIMSI-A 
LIMSI-B 
LIMSI-C 

Yes 17 PERSON 
ORGANIZATION 
LOCATION (CITY or 

PLACE) 
TIME-EXPRESSION 

(DATE, TIME, 
AGE or PERIOD) 

NUMBER (LENGTH, 
VOLUME, DISTANCE, 
WEIGHT, PHYSICS or 
FINANCIAL) 

Microsoft No 4+ Not Available  
MITRE Yes 10+ LOCATION 

(COUNTRY, 
CITY) 

ORGANIZATION 
PERSON 

TIME (DATE) 
MEASURE 

(DISTANCE, 
DURATION) 

MultiText-A 
MultiText-B 

Yes 8+ PROPER 
PLACE 
TIME 

HOW 
OTHER 

NTT-1 
NTT-2 
NTT-3 

Yes 28 PROPER 
PERSON 
(CHAIRMAN, 
LEADER, 
MINIMSTER, 
PRESIDENT, 
SECRETARY, 
SPECIALIST)  
LOCATION (CITY, 
COUNTRY, 
STATE) 
COMPANY 
LAKE 

RIVER 
MOUNTAIN 
LANGUAGE 

NUMBER 
SIZE 
LENGTH 
MONEY 
PERCENT 
PERIOD 

TIME 
DATE 
YEAR 

UNDEFINED-PROPER 
UNDEFINED 

NTU-1 
NTU-2 
NTU-3 

No 4+ Not available.  

QC-1 
QC-2 

N/A N/A N/A  

 
 
 
 
 
 
 
 
 



 135 

TABLE C-2 (Continued) 
 

SYSTEM SUB-
TYPES 

TOTAL 
TYPES 

ANSWER TYPE LABELS 

SMU Yes 30+ DATE 
REASON 
PRODUCT 
MAMMAL 
LOCATION 
QUOTATION 
TIME 
MANNER 
MONEY 
ALPHABET 

ORGANIZATION 
NATIONALITY 
LANGUAGE 
DOG BREED 
NUMERICAL VALUE 
PERCENTAGE 
DEFINITIONS 
GAME 
REPTILE 
 

SNU N/A N/A N/A  
Sun-1 
Sun-2 

Unknown 7+ PERSON  
DATE 
LOCATION 
REASON 

NUMBER 
WAY 
NAME 

Syracuse-A 
Syracuse-B 

Yes Unknown Not available  

U Iowa-1 
U Iowa-2 

Unknown Unknown Not available  

USC Yes 7+ PROPER-NAME 
PROPER-PLACE 
ABBREVIATION-

EXPANSION 
WHY-FAMOUS-

PERSON 

DEFINITION 
MONETARY-

QUANTITY 
NUMERICAL-

QUANTITY 
DATE 

Alicante-A 
Alicante-B 

No 8 Not available  

U Pisa-A 
U Pisa-B 
U Pisa-C 

Unknown Unknown Not available  

Montreal-A 
Montreal-B 

No 13 TIMEPOINT 
UNKNOWN 
MONEY 
TIMESPAN 
REASON 
VOLUME  
PNOUN 

CARDINAL 
LINEAR 
PERCENTAGE 
MEANS 
AREA 
MASS 

U Mass-1 
U Mass-2 

N/A N/A N/A  

Sheffield-A 
Sheffield-B 
Sheffield-C 

No Unknown PERSON  
ORGANIZATION 
LOCATION 
DATE 

TIME 
MONETARY VALUE 
PERCENTAGE 
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APPENDIX D – TREC-8 Performance Analysis Data 
 
 

TABLE D-1 

TREC-8 SYSTEM ARCHITECTURE AND PERFORMANCE 

SYSTEM IR_INT IE/NE  P_FOCUS W_NET 50-BYTE 250-BYTE 
AT&T-A IR Yes NE Tag No 0.356 0.483 
AT&T-B IR No Other No 0.261 0.545 
CLR No No Other No -- 0.281 
Cymfony No Yes NE Tag No 0.660 -- 
IBM-A IR Yes Other WordNet 0.319 0.430 
IBM-W IR Yes Other WordNet 0.280 0.395 
LIMSI-
CNRS 

IR Yes NE Tag WordNet -- 0.341 

MITRE No Yes Other No 0.281 0.434 
NTU IR No Other No -- 0.087 
NMSU No Yes Other No 0.268 0.220 
NTT-A IR Yes NE Tag No 0.273 0.439 
NTT-B IR Yes NE Tag No 0.259 0.371 
RMIT IR No Other No -- 0.453 
SNU IR No Other No -- 0.121 
SMU IR Yes NE Tag WordNet 0.555 0.646 
U Iowa-A No Yes NE Tag No -- 0.267 
U Iowa-B IR No Other No 0.018 0.060 
U Iowa-C IR No Other No 0.017 -- 
UMD No Yes Other No 0.298 -- 
U Mass-A IR No Other No 0.126 0.336 
U Mass-B IR No Other No 0.191 0.383 
U Ottawa IR No Other WordNet N/A* N/A* 
GE/UP IR Yes NE Tag No 0.158 0.510 
Sheffield-A No Yes Other No 0.071 0.096 
Sheffield-B IR Yes Other No 0.081 0.111 
MultiText IR No Other No -- 0.471 
Xerox No Yes NE Tag No 0.317 0.453 
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TABLE D-2 

TREC-8 QUESTION PROCESSING AND PERFORMANCE 

SYSTEM Q-A MAPPING TYPES PER 
QUESTION 

50-BYTE 250-BYTE 

AT&T-A One-Many Single 0.356 0.483 
AT&T-B N/A N/A 0.261 0.545 
CLR One-One Single -- 0.281 
Cymfony One-Many Single 0.660 -- 
IBM-A One-Many Multiple 0.319 0.430 
IBM-W One-Many Multiple 0.280 0.395 
LIMSI-CNRS One-Many Multiple -- 0.341 
MITRE One-Many Single 0.281 0.434 
NTU N/A N/A -- 0.087 
NMSU One-Many Single 0.268 0.220 
NTT-A One-Many Multiple 0.273 0.439 
NTT-B One-Many Multiple 0.259 0.371 
RMIT N/A N/A -- 0.453 
SNU N/A N/A -- 0.121 
SMU One-Many Single 0.555 0.646 
U Iowa-A Unknown Single -- 0.267 
U Iowa-B N/A N/A 0.018 0.060 
U Iowa-C N/A N/A 0.017 -- 
UMD One-Many Single 0.298 -- 
U Mass-A N/A N/A 0.126 0.336 
U Mass-B N/A N/A 0.191 0.383 
U Ottawa Unknown Single N/A* N/A* 
GE/UP One-Many Single 0.158 0.510 
Sheffield-A Unknown Single 0.071 0.096 
Sheffield-B Unknown Single 0.081 0.111 
MultiText N/A N/A -- 0.471 
Xerox One-One Single 0.317 0.453 
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TABLE D-3 

TREC-8 TAXONOMY DESCRIPTION AND PERFORMANCE 

SYSTEM TAXONOMY 
STRUCTURE 

TAXONOMY 
DETAIL 

50-BYTE 250-BYTE 

AT&T-A List Coarse 0.356 0.483 
AT&T-B None N/A 0.261 0.545 
CLR List Coarse -- 0.281 
Cymfony Hierarchy Other 0.660 -- 
IBM-A List Other 0.319 0.430 
IBM-W List Other 0.280 0.395 
LIMSI-CNRS Hierarchy Other -- 0.341 
MITRE Hierarchy Coarse 0.281 0.434 
NTU None N/A -- 0.087 
NMSU List Other 0.268 0.220 
NTT-A Hierarchy Other 0.273 0.439 
NTT-B Hierarchy Other 0.259 0.371 
RMIT None N/A -- 0.453 
SNU None N/A -- 0.121 
SMU List Other 0.555 0.646 
U Iowa-A List Coarse -- 0.267 
U Iowa-B None N/A 0.018 0.060 
U Iowa-C None N/A 0.017 -- 
UMD List Coarse 0.298 -- 
U Mass-A None N/A 0.126 0.336 
U Mass-B None N/A 0.191 0.383 
U Ottawa List Unknown N/A* N/A* 
GE/UP List Coarse 0.158 0.510 
Sheffield-A List Coarse 0.071 0.096 
Sheffield-B List Coarse 0.081 0.111 
MultiText None N/A -- 0.471 
Xerox List Coarse 0.317 0.453 
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TABLE D-4 

TREC-8 ANSWER PROCESSING AND PERFORMANCE 

SYSTEM C_POOL C_UNIT ANSWER 
SCORING 

C_FILTER 50-
BYTE 

250-
BYTE 

AT&T-A Mid Entity AS Other 0.356 0.483 
AT&T-B Mid Non-Ent N/A N/A 0.261 0.545 
CLR Small Non-Ent No CF -- 0.281 
Cymfony Large Non-Ent AS Other 0.660 -- 
IBM-A Small Entity No CF 0.319 0.430 
IBM-W Small Entity AS CF 0.280 0.395 
LIMSI-
CNRS 

Variable Non-Ent AS Other -- 0.341 

MITRE Small Entity AS CF 0.281 0.434 
NTU Variable Non-Ent N/A N/A -- 0.087 
NMSU Small Non-Ent AS Other 0.268 0.220 
NTT-A Small Non-Ent AS Other 0.273 0.439 
NTT-B Mid Non-Ent AS Other 0.259 0.371 
RMIT Mid Non-Ent N/A N/A -- 0.453 
SNU Unknown Non-Ent N/A N/A -- 0.121 
SMU Variable Entity No CF 0.555 0.646 
U Iowa-A Large Non-Ent AS Other -- 0.267 
U Iowa-B Large Non-Ent N/A N/A 0.018 0.060 
U Iowa-C Large Non-Ent N/A N/A 0.017 -- 
UMD Large Non-Ent AS Other 0.298 -- 
U Mass-A Large Non-Ent N/A N/A 0.126 0.336 
U Mass-B Large Non-Ent N/A N/A 0.191 0.383 
U Ottawa Unknown Non-Ent No Other N/A* N/A* 
GE/UP Small Non-Ent No CF 0.158 0.510 
Sheffield-
A 

Small Entity No Other 0.071 0.096 

Sheffield-
B 

Small Entity No Other 0.081 0.111 

MultiText Large Non-Ent N/A N/A -- 0.471 
Xerox Unknown Non-Ent No Other 0.317 0.453 
 
*The results from the University of Ottawa runs are omitted in the comparison due to a 
formatting error that prevented results from being evaluated. 
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APPENDIX E – TREC-9 Performance Analysis Data 
 
 

TABLE E-1 

TREC-9 SYSTEM ARCHITECTURE AND PERFORMANCE 

SYSTEM IR_INT IE/NE P_FOCUS W_NET 50-BYTE 250-BYTE 
CLR-1 No No Other No 0.135 0.296 
CLR -2 No No Other No 0.119 0.287 
Fudan U-1 IR Yes NE Tag No 0.192 0.339 
Fudan U-2 IR Yes NE Tag No 0.195 0.319 
IBM 1 IR Yes NE Tag WordNet 0.290 0.457 
IBM 2-R IR Yes Other WordNet 0.315 0.416 
IBM 2-A IR Yes Other WordNet 0.309 0.425 
Imperial 
College 

IR Yes NE Tag WordNet 0.231 0.385 

KAIST No Yes NE Tag WordNet 0.212 0.327 
Korea U IR Yes NE Tag WordNet -- 0.371 
LIMSI-A No Yes NE Tag No -- 0.407 
LIMSI-B IR Yes NE Tag No -- 0.375 
LIMSI-C No Yes NE Tag No 0.178 -- 
Microsoft IR No Other No 0.196 0.264 
MITRE IR Yes NE Tag No 0.038* 0.102* 
MultiText-A IR Yes NE Tag WordNet 0.321 0.456 
MultiText-B IR Yes NE Tag WordNet 0.257 0.460 
NTT-1 IR Yes NE Tag No 0.216 0.391 
NTT-2 IR Yes NE Tag No 0.231 -- 
NTT-3 IR Yes NE Tag No -- 0.381 
NTU-1 No Yes NE Tag WordNet -- 0.315 
NTU-2 No Yes NE Tag WordNet -- 0.315 
NTU-3 No Yes NE Tag WordNet -- 0.278 
QC-1 IR No Other No 0.263 0.433 
QC-2 IR No Other No 0.284 0.464 
SMU IR Yes NE Tag WordNet 0.580 0.760 
SNU IR No Other No 0.101 0.217 
Sun-1 IR No Other No -- 0.340 
Sun-2 IR No Other No -- 0.345 
Syracuse-A IR Yes NE Tag No 0.247 0.365 
Syracuse-B No Yes NE Tag No 0.249 0.385 
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TABLE E-1 (Continued) 
 
SYSTEM IR_INT IE/NE P_FOCUS W_NET 50-BYTE 250-BYTE 
U Iowa-1 No Yes NE Tag No -- 0.227 
U Iowa-2 No Yes NE Tag No -- 0.212 
USC IR Yes NE Tag WordNet 0.318 -- 
Alicante-A No No Other WordNet 0.227 0.349 
Alicante-B No No Other WordNet 0.230 0.356 
U Pisa-A IR Yes NE Tag WordNet 0.084 -- 
U Pisa-B IR Yes NE Tag WordNet -- 0.227 
U Pisa-C IR Yes NE Tag WordNet -- 0.238 
Montreal-A No No Other No -- 0.352 
Montreal-B No No Other No 0.179 0.366 
U Mass-1 IR No Other No -- 0.339 
U Mass-2 IR No Other No -- 0.325 
Sheffield-A No No Other No 0.206 -- 
Sheffield-B IR Yes Other No -- 0.330 
Sheffield-C IR Yes Other No -- 0.345 
 
 

TABLE E-2 

TREC-9 QUESTION PROCESSING AND PERFORMANCE 

SYSTEM Q-A MAPPING TYPES PER 
QUESTION 

50-BYTE 250-BYTE 

CLR-1 One-One Single 0.135 0.296 
CLR -2 One-One Single 0.119 0.287 
Fudan U-1 One-Many Single 0.192 0.339 
Fudan U-2 One-Many Single 0.195 0.319 
IBM 1 One-Many Single 0.290 0.457 
IBM 2-R One-Many Multiple 0.315 0.416 
IBM 2-A One-Many Multiple 0.309 0.425 
Imperial 
College 

One-Many Single 0.231 0.385 

KAIST One-One Single 0.212 0.327 
Korea U One-Many Multiple -- 0.371 
LIMSI-A One-Many Multiple -- 0.407 
LIMSI-B One-Many Multiple -- 0.375 
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TABLE E-2 (Continued) 
 

SYSTEM Q-A MAPPING TYPES PER 
QUESTION 

50-BYTE 250-BYTE 

LIMSI-C One-Many Multiple 0.178 -- 
Microsoft One-Many Unknown 0.196 0.264 
MITRE One-Many Single 0.038* 0.102* 
MultiText-A One-Many Single 0.321 0.456 
MultiText-B One-Many Single 0.257 0.460 
NTT-1 One-Many Multiple 0.216 0.391 
NTT-2 One-Many Multiple 0.231 -- 
NTT-3 One-Many Multiple -- 0.381 
NTU-1 One-Many Single -- 0.315 
NTU-2 One-Many Single -- 0.315 
NTU-3 One-Many Single -- 0.278 
QC-1 N/A N/A 0.263 0.433 
QC-2 N/A N/A 0.284 0.464 
SMU One-Many Single 0.580 0.760 
SNU N/A N/A 0.101 0.217 
Sun-1 One-Many Single -- 0.340 
Sun-2 One-Many Single -- 0.345 
Syracuse-A One-Many Single 0.247 0.365 
Syracuse-B One-Many Single 0.249 0.385 
U Iowa-1 Unknown Single -- 0.227 
U Iowa-2 Unknown Single -- 0.212 
USC One-Many Single 0.318 -- 
Alicante-A One-Many Single 0.227 0.349 
Alicante-B One-Many Single 0.230 0.356 
U Pisa-A One-Many Multiple 0.084 -- 
U Pisa-B One-Many Multiple -- 0.227 
U Pisa-C One-Many Multiple -- 0.238 
Montreal-A One-Many Single -- 0.352 
Montreal-B One-Many Single 0.179 0.366 
U Mass-1 N/A N/A -- 0.339 
U Mass-2 N/A N/A -- 0.325 
Sheffield-A Unknown Single 0.206 -- 
Sheffield-B Unknown Single -- 0.330 
Sheffield-C Unknown Single -- 0.345 
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TABLE E-3 

TREC-9 TAXONOMY DESCRIPTION AND PERFORMANCE 

SYSTEM TAXONOMY 
STRUCTURE 

TAXONOMY 
DETAIL 

50-
BYTE 

250-
BYTE 

CLR-1 List Coarse 0.135 0.296 
CLR -2 List Coarse 0.119 0.287 
Fudan U-1 List Coarse 0.192 0.339 
Fudan U-2 List Coarse 0.195 0.319 
IBM 1 List Coarse 0.290 0.457 
IBM 2-R List Other 0.315 0.416 
IBM 2-A List Other 0.309 0.425 
Imperial College List Other 0.231 0.385 
KAIST List Coarse 0.212 0.327 
Korea U Hierarchy Other -- 0.371 
LIMSI-A Hierarchy Other -- 0.407 
LIMSI-B Hierarchy Other -- 0.375 
LIMSI-C Hierarchy Other 0.178 -- 
Microsoft Other Unknown 0.196 0.264 
MITRE Hierarchy Other 0.038* 0.102* 
MultiText-A Hierarchy Other 0.321 0.456 
MultiText-B Hierarchy Other 0.257 0.460 
NTT-1 Hierarchy Other 0.216 0.391 
NTT-2 Hierarchy Other 0.231 -- 
NTT-3 Hierarchy Other -- 0.381 
NTU-1 List Coarse -- 0.315 
NTU-2 List Coarse -- 0.315 
NTU-3 List Coarse -- 0.278 
QC-1 None N/A 0.263 0.433 
QC-2 None N/A 0.284 0.464 
SMU Hierarchy Other 0.580 0.760 
SNU None N/A 0.101 0.217 
Sun-1 Unknown Other -- 0.340 
Sun-2 Unknown Other -- 0.345 
Syracuse-A Hierarchy Other 0.247 0.365 
Syracuse-B Hierarchy Other 0.249 0.385 
U Iowa-1 Unknown Unknown -- 0.227 
U Iowa-2 Unknown Unknown -- 0.212 
USC Hierarchy Other 0.318 -- 
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TABLE E-3 (Continued) 
 

SYSTEM TAXONOMY 
STRUCTURE 

TAXONOMY 
DETAIL 

50-
BYTE 

250-
BYTE 

Alicante-A List Coarse 0.227 0.349 
Alicante-B List Coarse 0.230 0.356 
U Pisa-A Unknown Other 0.084 -- 
U Pisa-B Unknown Other -- 0.227 
U Pisa-C Unknown Other -- 0.238 
Montreal-A List Other -- 0.352 
Montreal-B List Other 0.179 0.366 
U Mass-1 None N/A -- 0.339 
U Mass-2 None N/A -- 0.325 
Sheffield-A List Coarse 0.206 -- 
Sheffield-B List Coarse -- 0.330 
Sheffield-C List Coarse -- 0.345 

 
TABLE E-4 

TREC-9 ANSWER PROCESSING AND PERFORMANCE 

SYSTEM C_POOL C_UNIT ANSWER 
SCORING 

C_ 
FILTER 

50-
BYTE 

250-
BYTE 

CLR-1 Small Non-Ent CF No 0.135 0.296 
CLR -2 Small Non-Ent CF No 0.119 0.287 
Fudan U-1 Mid Non-Ent CF No 0.192 0.339 
Fudan U-2 Small Non-Ent CF No 0.195 0.319 
IBM 1 Mid Non-Ent AS Other 0.290 0.457 
IBM 2-R Small Entity AS CF 0.315 0.416 
IBM 2-A Small Entity AS CF 0.309 0.425 
Imperial 
College 

Variable Entity No CF 0.231 0.385 

KAIST Small Non-Ent AS CF 0.212 0.327 
Korea U Small Entity AS CF -- 0.371 
LIMSI-A Variable Non-Ent AS Other -- 0.407 
LIMSI-B Variable Non-Ent AS Other -- 0.375 
LIMSI-C Variable Non-Ent AS Other 0.178 -- 
Microsoft Mid Non-Ent AS Other 0.196 0.264 
MITRE Unknown Entity AS Other 0.038* 0.102* 
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TABLE E-4 (Continued) 
 

SYSTEM C_POOL C_UNIT ANSWER 
SCORING 

C_ 
FILTER 

50-
BYTE 

250-
BYTE 

MultiText-A Small Non-Ent AS CF 0.321 0.456 
MultiText-B Small Non-Ent AS CF 0.257 0.460 
NTT-1 Small Non-Ent AS Other 0.216 0.391 
NTT-2 Small Non-Ent AS Other 0.231 -- 
NTT-3 Small Non-Ent AS Other -- 0.381 
NTU-1 Mid Non-Ent AS Other -- 0.315 
NTU-2 Mid Non-Ent AS Other -- 0.315 
NTU-3 Mid Non-Ent AS Other -- 0.278 
QC-1 Mid Non-Ent N/A N/A 0.263 0.433 
QC-2 Large Non-Ent N/A N/A 0.284 0.464 
SMU Variable Entity AS CF 0.580 0.760 
SNU Mid Non-Ent N/A N/A 0.101 0.217 
Sun-1 Large Non-Ent AS Other -- 0.340 
Sun-2 Large Non-Ent AS Other -- 0.345 
Syracuse-A Large Entity No CF 0.247 0.365 
Syracuse-B Large Entity AS CF 0.249 0.385 
U Iowa-1 Mid Non-Ent No Other -- 0.227 
U Iowa-2 Mid Non-Ent No Other -- 0.212 
USC Unknown Non-Ent AS Other 0.318 -- 
Alicante-A Mid Non-Ent AS Other 0.227 0.349 
Alicante-B Mid Non-Ent AS Other 0.230 0.356 
U Pisa-A Variable Non-Ent AS CF 0.084 -- 
U Pisa-B Variable Non-Ent AS CF -- 0.227 
U Pisa-C Variable Non-Ent AS CF -- 0.238 
Montreal-A Large Non-Ent AS Other -- 0.352 
Montreal-B Small Non-Ent No CF 0.179 0.366 
U Mass-1 Small Non-Ent N/A N/A -- 0.339 
U Mass-2 Small Non-Ent N/A N/A -- 0.325 
Sheffield-A Mid Non-Ent AS Other 0.206 -- 
Sheffield-B Small Non-Ent AS Other -- 0.330 
Sheffield-C Small Non-Ent AS Other -- 0.345 
 
*The results from the MITRE runs are omitted in the comparison due to a trivial bug that 
rendered the results virtually meaningless. 
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APPENDIX F – TREC QA Performance Comparisons 
 
 

TABLE F-1 

ONE-WAY ANALYSIS OF VARIANCE (ANOVA) RESULTS 

 TREC - 8   TREC - 9 
  50-BYTE 250-BYTE   50-BYTE 250-BYTE 

  F P F P   F P F P 

IR Integrated 1.356 0.26 0.854 0.366   2.733 0.111 3.45 0.071 

IE-NE Technology 5.238 0.035 0.922 0.348   3.061 0.092 0.775 0.384 
Focus Of 
Processing 7.643 0.013 4.752 0.041   1.201 0.284 0.281 0.599 

Candidate Pool 1.449 0.271 0.85 0.486   0.374 0.772 1.395 0.26 

Candidate Unit 0.258 0.618 0.243 0.627   8.289 0.008 8.891 0.005 

QA Mapping 0.018 0.897 0.469 0.509   2.817 0.108 1.496 0.231 

Types Per Question 0.05 0.826 0.289 0.6   .267 .611 0 .992 
Taxonomy 
Structure 3.304 0.063 0.407 0.671   1.805 .188 3.769 .035 

Taxonomy Detail 3.886 0.072 0.982 0.34   2.64 .120 3.64 .066 

Answer Scoring 0.976 0.343 0.009 0.924   3.351 0.081 2.912 0.097 

Candidate Filtering 0.12 0.735 3.82 0.073   0.051 0.824 1.766 0.193 

Use Of WordNet 2.535 0.13 2.247 0.149   6.021 0.021 2.348 0.134 

Scoring + Filtering 1.188 0.363 2 0.173   1.684 0.203 2.822 0.055 

Structure + Detail 3.277 0.053 0.524 0.671  2.007 0.144 3.201 0.038 
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TABLE F-2 

PEARSON CORRELATION RESULTS 

TREC-8  TREC-9 

  
50- 

BYTE 
250-

BYTE   
50- 

BYTE 
250-

BYTE 
Pearson Correlation 0.272 -0.198   -0.314 -0.289 

Sig. (2-Tailed) 0.26 0.366   0.111 0.071 
IR 
Integrated 

N 19 23   27 40 
Pearson Correlation .485(*) 0.205   0.33 0.141 

Sig. (2-Tailed) 0.035 0.348   0.092 0.384 
IE/NE 
Technology 

N 19 23   27 40 
Pearson Correlation -.557(*) -.430(*)   -0.214 -0.086 

Sig. (2-Tailed) 0.013 0.041   0.284 0.599 
Focus Of 
Processing 

N 19 23   27 40 
Pearson Correlation 0.188 0.013   0.063 0.156 

Sig. (2-Tailed) 0.456 0.956   0.759 0.335 
Candidate 
Pool 

N 18 21   26 40 

Pearson Correlation -0.122 -0.107 
  

-.499(**) -.435(**) 

Sig. (2-Tailed) 0.618 0.627   0.008 0.005 
Candidate 
Unit 

N 19 23   27 40 

Pearson Correlation -0.042 -0.212 
  

-0.344 -0.221 

Sig. (2-Tailed) 0.897 0.509   0.108 0.231 
QA Mapping 

N 12 12   23 31 

Pearson Correlation 0.065 -0.147   0.112 -0.002 

Sig. (2-Tailed) 0.826 0.6   0.611 0.992 
Types Per 
Question 

N 14 15   23 34 
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TABLE F-2 (Continued) 
 

TREC-8  TREC-9 

  
50- 

BYTE 
250-

BYTE   
50- 

BYTE 
250-

BYTE 
Pearson Correlation -.535(*) -0.198   -0.332 -.414(*) 

Sig. (2-Tailed) 0.018 0.366   0.097 0.015 
Taxonomy 
Structure 

N 19 23   26 34 
Pearson Correlation 0.495 0.265   0.333 0.329 

Sig. (2-Tailed) 0.072 0.34   0.12 0.066 
Taxonomy 
Detail 

N 14 15   23 32 
Pearson Correlation -0.274 -0.027   -0.364 -0.285 

Sig. (2-Tailed) 0.343 0.924   0.081 0.097 
Answer 
Scoring  

N 14 15   24 35 
Pearson Correlation -0.1 -0.477   -0.048 -0.225 

Sig. (2-Tailed) 0.735 0.073   0.824 0.193 
Candidate 
Filtering 

N 14 15   24 35 
Pearson Correlation 0.36 0.311   .441(*) 0.241 

Sig. (2-Tailed) 0.13 0.149   0.021 0.134 
Use Of 
Word Net 

N 19 23   27 40 
Pearson Correlation -0.325 -0.272   -.448(*) -.428(*) 

Sig. (2-Tailed) 0.257 0.327   0.028 0.01 
Scoring + 
Filtering 

N 14 15   24 35 
Pearson Correlation -0.165 -0.06   0.211 0.303 

Sig. (2-Tailed) 0.513 0.792   0.311 0.087 
Structure + 
Detail 

N 18 22   25 33 
** Correlation Is Significant At The 0.01 Level (2-Tailed). 
* Correlation Is Significant At The 0.05 Level (2-Tailed).  
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APPENDIX G – TREC-8 Questions 
 
1. Who is the author of the book, “The Iron Lady: A Biography of Margaret Thatcher"? 
2. What was the monetary value of the Nobel Peace Prize in 1989? 
3. What does the Peugeot company manufacture? 
4. How much did Mercury spend on advertising in 1993? 
5. What is the name of the managing director of Apricot Computer? 
6. Why did David Koresh ask the FBI for a word processor? 
7. What debts did Qintex group leave? 
8. What is the name of the rare neurological disease with symptoms such as: involuntary 

movements (tics), swearing, and incoherent vocalizations (grunts, shouts, etc.)? 
9. How far is Yaroslavl from Moscow? 
10. Name the designer of the shoe that spawned millions of plastic imitations, known as \jellies". 
11. Who was President Cleveland's wife? 
12. How much did Manchester United spend on players in 1993? 
13. How much could you rent aVolkswagen bug for in 1966? 
14. What country is the biggest producer of tungsten? 
15. When was London's Docklands Light Railway constructed? 
16. What two US biochemists won the Nobel Prize in medicine in 1992? 
17. How long did the Charles Manson murder trial last? 
18. Who was the first Taiwanese President? 
19. Who was the leader of the Branch Davidian Cult confronted by the FBI in Waco, Texas in 

1993? 
20. Where is Inoco based? 
21. Who was the first American in space? 
22. When did the Jurassic Period end? 
23. When did Spain and Korea start ambassadorial relations? 
24. When did Nixon visit China? 
25. Who was the lead actress in the movie “Sleepless in Seattle"? 
26. What is the name of the “female" counterpart to El Nino, which results in cooling 

temperatures and very dry weather? 
27. Where did the 6th annual meeting of Indonesia-Malaysia forest experts take place? 
28. Who may be best known for breaking the color line in baseball? 
29. What is the brightest star visible from Earth? 
30. What are the Valdez Principles? 
31. Where was Ulysses S. Grant born? 
32. Who received the Will Rogers Award in 1989? 
33. What is the largest city in Germany? 
34. Where is the actress, Marion Davies, buried? 
35. What is the name of the highest mountain in Africa? 
36. In 1990, what day of the week did Christmas fall on? 
37. What was the name of the US helicopter pilot shot down over North Korea? 
38. Where was George Washington born? 
39. Who was chosen to be the first black chairman of the military Joint Chiefs of Staff? 
40. Who won the Nobel Peace Prize in 1991? 
41. What is the legal blood alcohol limit for the state of California? 
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42. What was the target rate for M3 growth in 1992? 
43. What costume designer decided that Michael Jackson should only wear one glove? 
44. Who is the director of the international group called the Human Genome Organization 

(HUGO) that is trying to coordinate gene-mapping research worldwide? 
45. When did Lucelly Garcia, a former ambassador of Columbia to Honduras, die? 
46. Who is the mayor of Marbella? 
47. What company is the largest Japanese ship builder? 
48. Where is the massive North Korean nuclear complex located? 
49. Who fired Maria Ybarra from her position in San Diego council? 
50. When was Dubai's first concrete house built? 
51. Who is the president of Stanford University? 
52. Who invented the road traffic cone? 
53. Who was the first doctor to successfully transplant a liver? 
54. When did Nixon die? 
55. Where is Microsoft's corporate headquarters located? 
56. How many calories are there in a Big Mac? 
57. What is the acronym for the rating system for air conditioner efficiency? 
58. Name a film that has won the Golden Bear in the Berlin Film Festival? 
59. Who was President of Costa Rica in 1994? 
60. What is the fare cost for the round trip between New York and London on Concorde? 
61. What brand of white rum is still made in Cuba? 
62. What is the name of the chronic neurological autoimmune disease which attacks the protein 

sheath that surrounds nerve cells causing a gradual loss of movement in the body? 
63. What nuclear-powered Russian submarine sank in the Norwegian Sea on April 7, 1989? 
64. Who is the voice of Miss Piggy? 
65. Name a country that is developing a magnetic levitation railway system? 
66. Name the first private citizen to fly in space. 
67. What is the longest river in the United States? 
68. What does El Nino mean in spanish? 
69. Who came up with the name, El Nino? 
70. How many lives were lost in the China Airlines' crash in Nagoya, Japan? 
71. In what year did Joe DiMaggio compile his 56-game hitting streak? 
72. When did the original Howdy Doody show go off the air? 
73. Where is the Taj Mahal? 
74. Who leads the star ship Enterprise in Star Trek? 
75. What cancer is commonly associated with AIDS? 
76. In which year was New Zealand excluded from the ANZUS alliance? 
77. Who played the part of the Godfather in the movie, “The Godfather"? 
78. Which large U.S. city had the highest murder rate for 1988? 
79. What did Shostakovich write for Rostropovich? 
80. What is the name of the promising anticancer compound derived from the pacific yew tree? 
81. How many inhabitants live in the town of Ushuaia? 
82. How many consecutive baseball games did Lou Gehrig play? 
83. What is the tallest building in Japan? 
84. Which country is Australia's largest export market? 
85. Which former Ku Klux Klan member won an elected office in the U.S.? 
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86. Who won two gold medals in skiing in the Olympic Games in Calgary? 
87. Who followed Willy Brandt as chancellor of the Federal Republic of Germany? 
88. What is Grenada's main commodity export? 
89. At what age did Rossini stop writing opera? 
90. Who is the founder of Scientology? 
91. Which city in China has the largest number of foreign financial companies? 
92. Who released the Internet worm in the late 1980s? 
93. Who first circumnavigated the globe? 
94. Who wrote the song, “Stardust"? 
95. What country is the world’s leading supplier of cannabis? 
96. What time of day did Emperor Hirohito die? 
97. How large is the Arctic refuge to preserve unique wildlife and wilderness value on Alaska's 

north coast? 
98. Where is the highest point in Japan? 
99. What is the term for the sum of all genetic material in a given organism? 
100. What is considered the costliest disaster the insurance industry has ever faced? 
101. How many people live in the Falklands? 
102. Who is the Voyager project manager? 
103. How many people died when the Estonia sank in 1994? 
104. What language is most commonly used in Bombay? 
105. How many people does Honda employ in the U.S.? 
106. What is the second highest mountain peak in the world? 
107. When was China's first nuclear test? 
108. Which company created the Internet browser Mosaic? 
109. Where does Buzz Aldrin want to build a permanent, manned space station? 
110. Who killed Lee Harvey Oswald? 
111. How long does it take to travel from Tokyo to Niigata? 
112. Who is the President of Ghana? 
113. What is the name of the medical condition in which a baby is born without a brain? 
114. How much stronger is the new vitreous carbon material invented by the Tokyo Institute of 

Technology compared with the material made from cellulose? 
115. What is Head Start? 
116. Which team won the Super Bowl in 1968? 
117. What two researchers discovered the double-helix structure of DNA in 1953? 
118. What percentage of the world's plant and animal species can be found in the Amazon 

forests? 
119. What Nobel laureate was expelled from the Philippines before the conference on East 

Timor? 
120. Who held the endurance record for women pilots in 1929? 
121. Who won the first general election for President held in Malawi in May 1994? 
122. Who is section manager for guidance and control systems at JPL? 
123. How many Vietnamese were there in the Soviet Union? 
124. What was Agent Orange used for during the Vietnam War? 
125. In what city is the US Declaration of Independence located? 
126. When did Israel begin turning the Gaza Strip and Jericho over to the PLO? 
127. Which city has the oldest relationship as a sister-city with Los Angeles? 
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128. Who was the second man to walk on the moon? 
129. How many times was pitcher, Warren Spahn, a 20-game winner in his 21 major league 

seasons? 
130. When was Yemen reunified? 
131. Which Japanese car maker had its biggest percentage of sale in the domestic market? 
132. What is the capital of Uruguay? 
133. What is the name for the technique of growing certain plants in soils contaminated with 

toxic metals, wherein the plants take up the toxic metals, are harvested, and the metals 
recovered for recycling? 

134. Where is it planned to berth the merchant ship, Lane Victory, which Merchant Marine 
veterans are converting into a floating museum? 

135. What famous communist leader died in Mexico City? 
136. Who is the Queen of Holland? 
137. Who is the president of the Spanish government? 
138. What is the name of the normal process in all living things, including humans, in which 

cells are programmed to “commit suicide"? 
139. How many people did the United Nations commit to help restore order and distribute 

humanitarian relief in Somalia in September 1992? 
140. How many people on the ground were killed from the bombing of Pan Am Flight 103 over 

Lockerbie, Scotland, December 21, 1988? 
141. What is the duration of the trip from Bristol to London by rail? 
142. What is the population of Ulan Bator, capital of Mongolia? 
143. Where does most of the marijuana entering the United States come from? 
144. How many megawatts will the power project in Indonesia, built by a consortium headed by 

Mission Energy of US, produce? 
145. What did John Hinckley do to impress Jodie Foster? 
146. In what year did Ireland elect its first woman president? 
147. Who is the prime minister of Japan? 
148. How many soldiers were involved in the last Panama invasion by the United States of 

America? 
149. Where is the Bulls basketball team based? 
150. What is the length of border between the Ukraine and Russia? 
151. Where did Dylan Thomas die? 
152. How many people live in Tokyo? 
153. What is the capital of California? 
154. How many Grand Slam titles did Bjorn Borg win? 
155. Who was the Democratic nominee in the American presidential election? 
156. When was General Manuel Noriega ousted as the leader of Panama and turned over to U.S. 

authorities? 
157. Where is Dartmouth College? 
158. How many mines can still be found in the Falklands after the war ended? 
159. Why are electric cars less efficient in the north-east than in California? 
160. When did French revolutionaries storm the Bastille? 
161. How rich is Bill Gates? 
162. What is the capital of Kosovo? 
163. What state does Charles Robb represent? 
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164. Who is the leading competitor of Trans Union Company? 
165. Which type of submarine was bought recently by South Korea? 
166. When did communist control end in Hungary? 
167. What nationality is Pope John Paul II? 
168. Who was the captain of the tanker, Exxon Valdez, involved in the oil spill in Prince 

William Sound, Alaska, 1989? 
169. Whom did the Chicago Bulls beat in the 1993 championship? 
170. Who was President of Afghanistan in 1994? 
171. Who is the director of intergovernmental affairs for the San Diego county? 
172. Where is the Keck telescope? 
173. How many moons does Jupiter have? 
174. When did Jaco Pastorius die? 
175. When did beethoven die? 
176. How many people in Tucson? 
177. How tall is Mt. Everest? 
178. What is the capital of Congo? 
179. What is the capital of Italy? 
180. What is the capital of Sri Lanka? 
181. What novel inspired the movie Blade Runner? 
182. What was the first Gilbert and Sullivan opera? 
183. What was the name of the computer in “2001: A Space Odyssey"? 
184. When was Queen Victoria born? 
185. When was the battle of the Somme fought? 
186. Where did the Battle of the Bulge take place? 
187. Where was Lincoln assassinated? 
188. When was the women's suffrage amendment ratified? 
189. Where is Qatar? 
190. Where is South Bend? 
191. Where was Harry Truman born? 
192. Who was Secretary of State during the Nixon administration? 
193. Who was the 16th President of the United States? 
194. Who wrote “The Pines of Rome"? 
195. Who wrote “Dubliners"? 
196. Who wrote “Hamlet"? 
197. What did Richard Feynman say upon hearing he would receive the Nobel Prize in Physics? 
198. How did Socrates die? 
199. How tall is the Matterhorn? 
200. How tall is the replica of the Matterhorn at Disneyland? 
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APPENDIX H – TREC-9 Sample Questions 
 
 

1. Who invented the paper clip? 
2. What culture developed the idea of 

potlatch? 
3. What is a caldera? 
4. Who is Steve Jobs? 
5. Who is Steve Redgrave? 
6. Who is Nelson Mandela? 
7. How far away is the moon? 
8. Where is the Orinoco? 
9. Who was President Cleveland's wife? 
10. Who is Coronado? 
11. Where is the Danube? 
12. Who is Anubis? 
13. Colin Powell is most famous for what? 
14. How fast can a Corvette go? 
15. Where can you find the Venus flytrap? 
16. How much folic acid should an 

expectant mother get daily? 
17. What nationality was Jackson Pollock? 
18. When was John D. Rockefeller born? 
19. What was the name of the movie that 

starred Sharon Stone and Arnold 
Schwarzenegger? 

20. What is the name of Joan Jett's band? 
21. What is the purpose of a car bra? 
22. In what country is a stuck-out tongue a 

friendly greeting? 
23. What are the names of the tourist 

attractions in Reims? 
24. What king signed the Magna Carta? 
25. What is the meaning of caliente (in 

English)? 
26. Who first broke the sound barrier? 
27. Where is Rider College? 
28. Who wrote the book, "Huckleberry 

Finn"? 
29. What is the capital of Haiti? 
30. Where is Ocho Rios? 
31. When did Aldous Huxley write, "Brave 

New World"? 
32. Where is Proctor & Gamble based in 

the U.S.? 

33. Where was Poe born? 
34. Who is the emperor of Japan? 
35. Boxing Day is celebrated on what 

date? 
36. How long do hermit crabs live? 
37. Where did guinea pigs originate? 
38. What was the purpose of the 

Manhattan project? 
39. Name the university of which 

Woodrow Wilson was president. 
40. What is the largest variety of cactus? 
41. How much does one ton of cement 

cost? 
42. When is Boxing Day? 
43. What is the date of Boxing Day? 
44. Who shot Billy the Kid? 
45. What state produces the best lobster to 

eat? 
46. What does Nicholas Cage do for a 

living? 
47. What is platinum? 
48. What does NASA stand for? 
49. What do you call a group of geese? 
50. How much money does the Sultan of 

Brunei have? 
51. How many dogs pull a sled in the 

Iditarod? 
52. Italy is the largest producer of what? 
53. Who is the richest person in the 

world? 
54. What language is mostly spoken in 

Brazil? 
55. Can you give me the name of a 

clockmaker in London, England? 
56. Name a Gaelic language. 
57. Name a female figure skater. 
58. Why can't ostriches fly? 
59. Where is Belize located? 
60. Who invented the electric guitar? 
61. Who is the leader of India? 
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